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a b s t r a c t

Detecting and recognizing traffic signs is a hot topic in the field of computer vision with lots of appli-
cations, e.g., safe driving, path planning, robot navigation etc. We propose a novel framework with two
deep learning components including fully convolutional network (FCN) guided traffic sign proposals and
deep convolutional neural network (CNN) for object classification. Our core idea is to use CNN to classify
traffic sign proposals to perform fast and accurate traffic sign detection and recognition. Due to the
complexity of the traffic scene, we improve the state-of-the-art object proposal method, EdgeBox, by
incorporating with a trained FCN. The FCN guided object proposals can produce more discriminative
candidates, which help to make the whole detection system fast and accurate. In the experiments, we
have evaluated the proposed method on publicly available traffic sign benchmark, Swedish Traffic Signs
Dataset (STSD), and achieved the state-of-the-art results.

& 2016 Elsevier B.V. All rights reserved.
1. Introduction

Traffic scene analysis is a very important topic in computer
vision and intelligent systems [1–6]. Traffic signs are designed to
inform drivers of the current condition and other important in-
formation of the road. They are rigid and simple shapes with eye-
catching colors and the information they carry is easy to under-
stand. However, accidents may still occur when drivers do not pay
attention to a traffic sign in time. Hence, it is very important to
design an automatic real-time driver assistance system to detect
and recognize traffic signs.

Although the research community and industry in the field of
computer vision have achieved significant progresses in traffic sign
detection and recognition in the past decades, there are two main
inevitable difficulties. One is poor image quality due to low re-
solution, motion blur and noise. The other is uncontrolled en-
vironmental factors including weather conditions, complex back-
ground, variable illumination, sign color fading, etc. Fig. 1 shows
some difficult examples. These make the traffic sign detection and
recognition task still an open problem.

In order to tackle these problems, we propose a novel and ef-
ficient method to detect and recognize traffic signs. Generally,
traffic signs have a distinctive property that they always appear on
the two sides of the road to be traveled. Taking advantage of this
property, the proposed method extracts traffic sign proposals by
the guidance of fully convolutional network, unlike traditional
traffic sign detection and recognition methods, which usually start
from color segmentation [7–11], shape detection [12–15] or slid-
ing-window scanning [16,17] to find traffic sign regions. This can
effectively reduce the search range of traffic signs, so as to reduce
the number of proposals and improve the efficiency.

The pipeline of the proposed method for traffic sign detection
is illustrated in Fig. 2, which is mainly composed of two parts. One
is the proposal extraction stage guided by fully convolutional
network [18] and EdgeBox [19]. The other is the traffic sign clas-
sification stage using convolutional neural network [20]. Given a
scene image, coarse regions of traffic signs are generated by fully
convolutional network firstly. Then, proposals of traffic signs are
extracted by EdgeBox from the coarse sign regions. Finally, traffic
signs are identified and false positives are eliminated by a trained
convolutional neural network classifier and the optimal bounding
boxes are retained by non-maximal suppression.

Different from the previous methods on both traffic sign de-
tection and general object detection, a novel FCN guided object
proposal method is proposed. In the case of traffic sign detection
where pixel-level annotation is unavailable, we propose to train
FCN using boundingbox-level annotation which is a typical weak
supervision for the semantic segmentation method like FCN.

The proposed method is validated on a publicly available da-
tabase: Swedish Traffic Signs Dataset (STSD) [21]. The experi-
mental results demonstrate that the proposed method has a much
higher detection rate than other methods while producing less
false positives. In addition, the proposed method is not time
consuming, which is potentially to be applied in real time
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Fig. 1. Some difficult examples for traffic sign detection and recognition.

Fig. 2. The pipeline of the proposed method.
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applications by utilizing the computational power of GPU devices.
Object detection using proposal is popular in recent literatures,

especially after R-CNN [22] series works have achieved the state-
of-the-art object detection performance on PASCAL VOC [23] and
ILSVRC detection task [24]. The proposed method follows R-CNN,
but there are at least three major differences from R-CNN: (1) We
extent the R-CNN in a new application, the challenging traffic sign
detection problem. (2) We adopt a much faster object proposal
method, EdgeBox, rather than the selective search method [25]
which is more accurate but slower. (3) We proposed a novel FCN
guided object proposal which is both fast and accurate.

In summary, the main contributions of this work can be con-
cluded in three folds: first, this paper proposes a new framework
for traffic sign detection and recognition based on object proposal,
which works in a coarse-to-fine manner. Second, due to the gui-
dance of heat maps of traffic signs that generated by fully con-
volutional networks, the searching area of signs is drastically
narrowed. Third, an efficient multi-class CNN model is trained for
sign recognition with the bootstrapping strategy. The proposed
method achieves the state-of-the art performance on the traffic
sign benchmark.

The remainder of this paper is organized as follows: Section 2
presents recent works related to the proposed method. Section 3
details the proposed method, including coarse sign region seg-
mentation, proposal extraction and sign classification. In Section 4,
the experimental results and discussions are presented. Finally, the
conclusions and future works are given in Section 5.
2. Related work

Over the last decade, research in traffic sign detection and re-
cognition has grown rapidly. A large number of novel ideas and ef-
fective methods have been proposed [7–10,12,13,16,17,21,26–40].
Usually, the detection part hunts potential regions of traffic signs and
the recognition part determines the category of traffic signs.
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The previous traffic detection methods can be divided into
three main categories: color-based methods, shape-based meth-
ods and sliding window based methods. Color-based methods are
commonly used because traffic signs are usually red, yellow and
blue. Since these methods are sensitive to changes in illumination,
several color spaces are often used, such as normalized RGB [7]
and HSI [8,9]. In [10], red, blue and yellow pixels are enhanced in
the given color channels to extract the corresponding color blobs.
These methods can improve the performance to a certain extent,
but depend on a set of thresholds prescribed by the designer.
Moreover, color of traffic signs is likely to fade. Shape-based
methods exploit the shape of traffic signs, such as circle, triangle
and square, to detect traffic signs, which are more robust to
changes in illumination. The Hough Transform is commonly used
to detect traffic signs such as circles and triangles [12]. However,
these methods are time-consuming. Motivated by this, Ever-
ingham et al. [13] proposed a radial symmetry detector to decrease
the processing time. They are however often sensitive to noise in
clutter environment and parts of the traffic signs may be occluded,
making detection harder. Making use of the advantages of the
above methods, some methods for feature fusing combine color
and shape to detect traffic signs [27,28,41]. Unfortunately, all the
methods above are likely to miss traffic signs for various reasons.
To solve this problem, sliding window based methods using HOG
[16] and Viola-Jones [17] have been proposed to detect traffic sign
and achieve good results. These methods consider regions in the
whole image so that the number of candidates is huge. Since the
requirement of real-time of traffic sign detection and recognition,
these methods are far from practical use.

There are a number of popular traffic sign recognition methods
using different classifiers such as Nearest Neighbor [10], Random
Forests, Neural Networks [30–32], Support Vector Machines
[9,33,40], CNN [38], etc. In [7] two neural networks were trained to
recognize the detected windows. In [9], candidate blobs are first
detected by thresholding HSI color, then the detected blobs are
classified by linear SVMs according to shape. And the final re-
cognition process is carried out by different SVMs for every class.
In [38], a biologically-inspired, multilayer architecture based on
convolutional networks is proposed for traffic sign recognition.

The proposed method is inspired by object proposal methods. A
number of recent works have been devoted to produce a set of
reliable bounding boxes that may contain objects, namely object
proposals. Typical methods of object proposals include EdgeBox
[19], BING [42], Geodesic Object Proposals [43] (GOP), selective
search [25]. They can largely narrow the search ranges meanwhile
improving the speed and accuracy of object detection, comparing
to the sliding windows searching method. Therefore, a series of
methods of object detection [22,44,45] based on object proposal
are proposed and have achieved advanced performance. The
candidates of object are obtained by the proposal methods, and
rich or efficient features are extracted to further classify each
proposal [46–49]. In the work of R-CNN [22], Ross et al. use se-
lective search to obtain potential bounding boxes of objects and
extract discriminative CNN features of them to train a set of class-
specific linear SVMs. And DeepID-Net [44] refines the results of
R-CNN by a deformable deep convolutional neural network, which
can model the deformation of object parts with geometric con-
straint and penalty.
3. Approach

In this section, we present the details for the detection pipeline
illustrated in Fig. 2. It includes two main components, the novel
proposal extraction component and the CNN classification com-
ponent with training and testing details.
3.1. Proposal extraction

Object proposal methods have been widely used in object de-
tection in recent works [22,44,45]. Compared to traditional sliding
windows for object detection, object proposal methods provide a
smaller number of candidate bounding boxes with high recall.
Object detection is accomplished by classifying object proposals
rather than all sliding windows, which makes object detection
faster and more accurate classifier with slow speed, e.g., deep CNN,
possible to be utilized. The proposed detection framework is based
on object proposal but different from previous object proposal
methods. Fig. 3 shows the proposal extraction process. Different
from generic object, traffic signs always appear in some specific
position at the traffic scenarios. As shown in the top row of Fig. 3,
traffic signs always appear in the two sides of the road. Therefore,
rather than extracting object proposals from the whole image, we
use fully convolutional network to find coarse sign regions, which
greatly narrows the search range of traffic signs.

3.1.1. Coarse sign region segmentation using fully convolutional
network

Identifying region of interest (ROI) is an effective strategy in
object detection. Previous works usually adopt coarse-to-fine
strategies which help to significantly speed up object detection
process [50,51]. However, identifying ROI is non-trivial. Previous
methods usually solve this problem by training a fast classifier
using weak features. In this paper, we propose a new solution by
training fully convolutional network (FCN) using bounding box
level supervision. Though this kind of supervision is weak and
noisy, since bounding box contains non-object region, it is suitable
for coarse object detection.

Recently, FCN has achieved advanced performance on object
segmentation and edge detection [18,52,53]. FCN is composed of
convolutional layers, rectified units and sampling layers and has
no fully connected layers, which make that the net can do pixel-
level prediction on images of arbitrary size efficiently. The feature
maps from different convolutional layers in FCN can be easily
fused through up-sampling layers to generate a rich and hier-
archical representation.

We adopt the holistically-nested edge detection network used
in [52] to generate coarse sign regions. As shown in Fig. 4, different
feature maps from each convolutional stage are fused to generate
rich and hierarchical features by a deconvolutional layer which
makes different feature maps the same size. Therefore, the hier-
archical features of each position (i,j) at the layer of feature fusion
can be formulated by:

∑( ) = ( ))
( )=

F i j f i s j s, / , /
1k

N

k k
1

where ( )F i j, is the feature representation at the position of (i,j), f is
the feature map from k-th layer, sk is the stride (upsampling factor)
of the corresponding deconvolutional layer and N is the number of
convolutional feature maps. Then, the fused features are fed into a
1�1 convolutional layer which plays the role of fully connected
layers. When training, the pixels inside the bounding boxes of
ground truth are regarded as positive, otherwise negative.

3.1.2. Traffic sign proposals
Object proposal methods [19,42,43,25] are widely used in ob-

ject detection, which generate a set of reliable candidate bounding
boxes that likely containing objects. Among these works, EdgeBox
provides candidate bounding boxes with high recall while con-
suming little time. Therefore, we utilize the EdgeBox to generate
sign proposals for traffic sign detection. Since the proposals’ ex-
traction based on coarse sign regions, the recall of traffic sign



Fig. 3. The process of proposal extraction. The top row shows the original scene images. The second row shows heat maps generated by fully convolutional network. The
third row shows coarse sign regions. The bottom row shows sign proposals extracted by EdgeBox based on the coarse regions. (For interpretation of the references to color in
this figure caption, the reader is referred to the web version of this paper.)
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proposals easily achieves high value with a relatively small pro-
posal number, comparing to the original EdgeBox. As shown in the
bottom row of Fig. 3, the red bounding boxes are the traffic sign
proposals extracted by EdgeBox.

In summary, the proposed FCN guided object proposal has two
advantages: (1) It improves object detection speed by removing most
background regions. (2) It improves object detection accuracy by
suppressing false positives since it is discriminatively and deeply
trained. The strategy of FCN guided object proposal is general for
object detection and can be applied in other object detection tasks.
3.2. Traffic sign classification

After traffic sign proposals are extracted, we perform traffic sign
classification to differentiate traffic signs from different classes and
background. Inspired by the excellent performance of image classi-
fication using deep CNN [20], we utilize deep CNN to perform the
task of traffic sign classification. The architecture, training procedure
and testing procedure for object detection are as follows.

Architecture: In our network, each convolutional layer is fol-
lowed by a batch normalization layer (which significantly



Fig. 4. The architecture of fully convolutional network. Feature maps from different convolutional layers are fused after the deconvolutional layers which can be replaced by
a 1�1 convolutional layer and an upsampling layer.

Table 1
Settings of CNN used for traffic sign
classification.

Layers Settings

Conv-1 ks¼5�5, ps¼2, nm¼64, ss¼1
Conv-2 ks¼5�5, ps¼2, nm¼256, ss¼1
Conv-3 ks¼3�3, ps¼1, nm¼384, ss¼1
Conv-4 ks¼3�3, ps¼1, nm¼512, ss¼1
FC-5 nn¼4096; DropOut
FC-6 nn¼4096; DropOut
FC-7 nn¼N
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improves convergence speed), a ReLU layer and a max-pooling
layer with 2 strides. The input image size is 64�64, and the de-
tails of CNN settings are listed in Table 1, where ks is kernel size, ps
is padding size, nm is the number of feature maps, ss is the stride
size for each convolutional layer and nn is the output number of
the fully connected layer. Note that the size of this CNN is rela-
tively small comparing with the popular AlexNet [20]. This is be-
cause the classification task is easier since we have the FCN guided
object proposal for accurate object localization and noisy back-
ground removal. And a small network has fast speed in detection
stage.

Bootstrapping training: In order to improve the discriminative
ability of CNN, we adopt the bootstrapping method to mining hard
negative for training CNN. Since the complexity and diversity of
scene image, traffic signs are easily affected by some factors in-
cluding illumination, occlusion, noise, etc. In practice, we use all
positive proposals and randomly select the same number of ne-
gative proposals from the training images in the first round of
training. After the convergence of network training, we use the
model to find the wrongly classified samples and add them to the
training set to further optimize the network.

Non-maximum suppression: When testing, all the sign proposals
are assigned scores by the trained CNN model. False proposals are
eliminated according to their low scores, and the local optimal
bounding boxes of traffic signs are remained via standard non-
maximum suppression as the final output of the proposed traffic
sign detection system.
4. Experiments

4.1. Dataset and evaluation protocol

The proposed method is evaluated on a publicly available da-
tabase: Swedish Traffic Signs Dataset (STSD) [21]. STSD consists of
two sets (Set1 and Set2) that contain more than 20,000 frames in
total recorded from Swedish highways and city roads and every
fifth frame has been manually labeled. Part0 for each set is an-
notated (roughly 2000 images) while Part1–Part4 are not anno-
tated. Some examples from STSD can be seen in Fig. 5. The an-
notations for each image present status, location, type, and name
for each traffic sign. Sign status tells us whether the traffic signs
are on the road being travelled or on a side road and whether the
traffic signs are visible or occluded or blurred. There are 4 types of
traffic signs, which are information, mandatory, prohibitory and
warning. These types can be subdivided into sign names, such as
pedestrian crossing, pass right side, no stopping no standing, 50
sign, priority road, give way, 70 sign, 80 sign, 100 sign, no parking
and others.

The evaluation was conducted using Part0 of Set1 as the
training set and Part0 of Set2 as the testing set. A detection is
considered to be true positive if the IoU (intersection/union) be-
tween it and the annotated bounding box is more than 0.5. In
order to compare with the results reported in [21], only the visible
traffic signs whose sizes are larger than 50 pixels are considered.
Because the size of traffic signs to be detected at a distance of
about 30 m on motorways corresponds to a size of about 50 pixels
in the images.

4.2. Implementation details

Two networks are used in the proposed method: one is fully
convolutional network trained at pixel-level to predict the coarse
sign regions, the other is CNN that makes final classification of sign
proposals. Both networks are fine-tuned and trained based on
STSD.

FCN: The architecture of fully convolutional network to gen-
erate the coarse sign regions is shown in Fig. 4. All the 5 con-
volutional stages are derived from VGG-16 model, and the de-
convolutional layers are replaced by a 1�1 convolutional layer
and a up-sampling layer to make the different feature maps that
have the same size. The final pixel-level prediction is implemented
by a 1�1 convolutional layer based on the fused feature maps.
Although FCN is insensitive to image size, we randomly crop
50,000 600�600–800�800 square patches from training images
and resize them to 500�500 patches.

Proposal generation: Image patches are fed to the FCN to



Fig. 5. Examples from the dataset.

Table 2
Time cost for each stage.

Stages Time cost (s)

Coarse sign regions segmentation 0.30
Proposals extraction 0.05
Final classification 0.1

Total 0.45
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Fig. 6. Detection rate of different max number of boxes of EdgeBox using and not
using FCN.
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generate the heat maps shown in the second row of Fig. 3. And
then, we use the operations of Gaussian smoothing and binariza-
tion to find the coarse sign regions. Finally, EdgeBox with default
parameters except the max number of boxes setting to 50 is used
to extract sign proposals from the coarse sign regions, illustrated
in the bottom row of Fig. 3.

CNN: The configuration of CNN used for final traffic signs
classification is shown in Table 1, which is a typical convolutional
neural network with 4 convolutional layers and 3 fully connected
layers. The traffic sign proposals with IoU over 0.5 are regarded as
positive samples, otherwise are negative. Since the proposal
numbers of different traffic sign classes are unbalance, we aug-
ment a large training set based on the sign proposals from training
images. Since the proposal numbers of different traffic sign classes
are unbalance, we randomly crop several image regions around
ground truth with IoU over 0.5 to enlarge the training set. We also
add the Gaussian blur to the image region with a random value(3–
5). Finally, each image region is resized to 64�64. After data ar-
gumentation, around 30 K samples for each sign class are selected,
while the negative samples are randomly selected from the
background. We use the Stochastic Gradient Descent to train the
model with following parameters: mini-batch size 128, base
learning rate (0.01), momentum (0.9) and weight decay (0.0002).
With the use of bootstrap method, the proposed model achieved
around 99.7% on validation dataset.

All the stages of the proposed method are executed on a work-
station with the following configuration: 8-core CPU@2.0 GHz,
GTX-TitanX GPU with 12 G memory, 64 G RAM. The time cost for
each stage is listed in Table 2. The time cost is mainly focused on
the GPU operation. In addition, before generating coarse sign re-
gion heat map, we resize the height of images to 500 pixels while
keeping aspect ratio.



Table 3
Performance on STSD for the method presented in [21,54], R-CNN and the proposed method.

Sign name [21] [54] R-CNN Proposed method

Precision (%) Recall (%) Precision (%) Recall (%) Precision (%) Recall (%) Precision (%) Recall (%)

PEDESTRIAN CROSSING 96.03 91.77 98.52 93.45 87.9 87.2 100 95.2
PASS RIGHT SIDE 100 95.33 100 97.53 93.8 93.8 95.3 93.8
NO STOPPING NO STANDING 97.14 77.27 99.2 81.46 66.8 71.7 100 75
50 SIGN 100 76.12 100 80.56 100 100 100 100
PRIORITY ROAD 98.66 47.76 97.89 79.68 95.7 97.8 100 98.9
GIVE WAY 59.26 47.76 71.5 52.39 79.4 90 96.7 96.7
70 SIGN 92.6 86.2 100 100
80 SIGN 100 77.3 94.4 77.3
100 SIGN 100 100 90.5 100
NO PARKING 96.3 68.4 100 92.1

Average (the first 6 classes) 91.84 77.08 94.52 80.85 90.08 87.27 98.67 93.27
Average (all) 91.25 87.24 97.69 92.9

Table 4
Time cost for the method presented
in [54], R-CNN and the proposed
method.

Methods Time cost (s)

[54] 0.05–0.5
R-CNN 15.7
Proposed method 0.45
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4.3. Experimental results and analysis

4.3.1. Effect of FCN on the number of proposals
The proposed method utilize FCN to extract coarse sign regions

to reduce the number of proposals of EdgeBox, while ensuring that
the detection rate is not reduced. Fig. 6 shows the detection rate
under different conditions. Where edgebox denotes the detection
rate by setting different max number of boxes of EdgeBox.
Fig. 7. (a) Some examples of correctly detected and recog
FCNþedgebox denotes the detection rate by setting different max
number of boxes of EdgeBox from every coarse sign region ex-
tracted by FCN. As can be seen, the detection rate can achieve 100%
when the max number of boxes extracted from coarse sign regions
is only 1 order of magnitude 10. However, 3 order of magnitude 10
of max number of boxes are needed when simply using original
EdgeBox to extract proposals. A large reduction in the number of
proposals can also reduce the negative samples for training to
ensure the balance of positive and negative samples, thus im-
proving the accuracy of CNN classification.

4.3.2. Traffic signs detection performance
The performance on STSD of the methods presented in [21,54],

R-CNN and the proposed method is summarized in Table 3. The
proposed method achieves an average precision of 98.67% and an
average recall of 93.27%. Compared to the method in [21,54], the
recall of the proposed method has a great improvement and the
precision of the proposed method also has a certain improvement.
nized traffic signs. (b) False positives of traffic signs.
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In order to show the effect of FCN, we also test the R-CNN method
which uses original EdgeBox to extract proposals on this dataset,
see Table 3. As can be seen that the proposed method outperforms
the R-CNN method in both precision and recall by more than 5%.
Furthermore, the comparison of time cost is conducted in Table 4.
Both the methods in [54] and the proposed method can meet the
requirement for real-time detection and recognition only con-
suming less than 0.5 s. However, the R-CNN method is time-con-
suming due to the large number of proposals to be handled.

In addition to the traffic signs used in [21], we also detect some
other sign classes that have relatively large number of instances.
As can be seen, the proposed method works well on different
traffic signs. Compared to other classes, the recall of no stopping
no standing and 80 sign is relatively low. This is because the
number of samples of these two class is relatively small. Moreover,
no stopping no standing is very similar to no parking, and 80 sign
is very similar to 50 sign, 70 sign and so on.

Fig. 7(a) shows some examples of correctly detected and re-
cognized traffic signs. There two main causes of false positives.
One is non-maximum suppression may eliminate the correct box
because the score of the correct box may lower than the incorrect
one, see top of Fig. 7. Another is due to the high similarity of
background and traffic signs, see bottom of Fig. 7.
5. Conclusions

In this paper, we propose a novel and efficient method to detect
and recognize traffic signs. The main contributions of this paper
are the following: (1) We propose a new framework of traffic sign
detection and recognition based on proposals by the guidance of
fully convolutional network, which largely reduces the search area
of traffic signs under the premise of ensuring the detection rate.
(2) We extent the R-CNN in a new application, the challenging
traffic sign detection and recognition problem, by using a much
faster object proposal method, EdgeBox. (3) A large reduction in
the number of proposals can not only largely reduce the time cost,
but also eliminate negative samples for training mostly to ensure
the balance of positive and negative samples which improves the
accuracy of the CNN classifier. Experimental results on STSD show
that the proposed method achieves the state-of-the-art results. In
the future, we will study learning an end-to-end network to
generate the proposed FCN guided proposals and developing real-
time traffic sign system based on the algorithms in this paper.
Another future task is to study reading texts within traffic signs
[55,56] for an automatic driving system.
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