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a b s t r a c t

Script identification facilitates many important applications in document/video analysis. This paper
investigates a relatively new problem: identifying scripts in natural images. The basic idea is combining
deep features and mid-level representations into a globally trainable deep model. Specifically, a set of
deep feature maps is firstly extracted by a pre-trained CNN model from the input images, where the local
deep features are densely collected. Then, discriminative clustering is performed to learn a set of dis-
criminative patterns based on such local features. A mid-level representation is obtained by encoding the
local features based on the learned discriminative patterns (codebook). Finally, the mid-level repre-
sentations and the deep features are jointly optimized in a deep network. Benefiting from such a fine-
grained classification strategy, the optimized deep model, termed Discriminative Convolutional Neural
Network (DisCNN), is capable of effectively revealing the subtle differences among the scripts difficult to
be distinguished, e.g. Chinese and Japanese. In addition, a large scale dataset containing 16,291 in-the-
wild text images in 13 scripts, namely SIW-13, is created for evaluation. Our method is not limited to
identifying text images, and performs effectively on video and document scripts as well, not requiring
any preprocess like binarization, segmentation or hand-crafted features. The experimental comparisons
on the datasets including SIW-13, CVSI-2015 and Multi-Script consistently demonstrate DisCNN a state-
of-the-art approach for script identification.

& 2015 Elsevier Ltd. All rights reserved.
1. Introduction

Script identification is one of the key components in Optical
Character Recognition (OCR), which has received much attention
from the document analysis community, especially when the data
being processed is in multi-script or multi-language form. Due to
the rapidly increasing amount of multimedia data, especially those
captured and stored by mobile terminals, how to recognize text
content in natural scenes has become an active and important task
in the fields of pattern recognition, computer vision and multi-
media [15,16,25,26,47,49,59,23,57,38,8,41]. Different from the
previous approaches which have been mainly designed for docu-
ment images [48,19,20] or videos [40,58], this work focuses on
identifying the language/script types of texts in natural images (in
the wild), at word or text line level. This problem has seldom been
fully studied before. As texts in natural scenes often carry rich,
high level semantics, there exist many efforts in scene text loca-
lization and recognition [37,9,59,54–56,44]. Script identification in
the wild is an inevitable preprocessing of a scene text
), xbai@hust.edu.cn (X. Bai),
understanding system under multi-lingual scenarios [5,6,22],
potentially useful in many applications such as scene under-
standing [32], product image search [17], mobile phone naviga-
tion, film caption recognition [11], and machine translation [4,50].

Given an input text image, the task of script identification is to
classify it into one of the pre-defined script categories (English,
Chinese, Greek, etc.). Naturally, this problem can be cast as an
image classification problem, which has been extensively studied.
However, script identification in scene text images remains a
challenging task, and has its characteristics that are quite different
from document/video script identification, or general image clas-
sification, mainly due to the following reasons:

1. In natural scenes, texts exhibit larger variations than they do in
documents or videos. They are often written/printed on outdoor
signs and advertisements, in some artistic styles. Often, there
exist large variations in their fonts, colors, and layout shapes.

2. The quality of text images will affect the identification accuracy.
As scene texts are often captured under uncontrolled environ-
ments, the difficulties in identification may be caused by several
factors such as low resolutions, noises, and illumination chan-
ges. Document/video analysis techniques such as binarization
and component analysis tend to be unreliable.
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Fig. 1. Illustration of the script identification task and its challenges: Both fore-
grounds and backgrounds exhibit large variations and high level of noise. Mean-
while, characters “A”, “B” and “E” appear in all the three scripts. Identifying them
relies on special patterns that are unique to certain scripts.
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3. Some scripts/languages have relatively minor differences, e.g.
Greek, English and Russian. As illustrated in Fig. 1, these scripts
share a subset of characters that have exactly the same shapes.
Distinguishing them relies on special characters or character
components, and is a fine-grained classification problem.

4. Text images have arbitrary aspect ratios, since text strings have
arbitrarily lengths, ruling out some image classification meth-
ods that only operate on fixed-size inputs.

Recently, CNN has achieved great success in image classifica-
tion tasks [27], due to its strong capacity and invariance to
translation and distortions. To handle the complex foregrounds
and backgrounds in scene text images, we choose to adopt deep
features learned by CNN as the basic representation. In our
method, a deep feature hierarchy, which is a set of feature maps, is
extracted from the input images through a pretrained CNN [29].
The hierarchy carries rich and multi-scale representations of the
images.

The differences among some certain scripts are subtle or even
tiny, thus a holistic representation would not work well. Typical
image classification algorithms, such as the conventional CNN [27]
and the Single-Layer Networks (SLN) [10], usually describe images
in a holistic style without explicit emphasis on discriminative
patches that play an important role in distinguishing some script
categories (e.g. English and Greek). Therefore, to explicitly capture
fine-grained features of scripts, we extracted a set of common
patterns, termed as discriminative patterns (the image patches
containing the representative strokes or components) from script
images via discriminative clustering [45]. Such common patterns
represented by deep features can be treated as a codebook for
encoding the dense deep features into a feature vector, providing a
mid-level representation of an input script image. A pooling
strategy inspired by the Spatial Pyramid Pooling [18,28], called
horizontal pooling, is adopted in the mid-level representation
process. This strategy enables our method to capture topological
structure of texts, and naturally handles input images of arbitrary
aspect ratios.

To maximize the discriminatory power of the mid-level
representations, we put the above two modules, namely the
convolutional layers for extracting deep feature hierarchy and the
discriminative encoder for extracting the mid-level representa-
tions, into a single deep network for joint optimization with the
back-propagation algorithm [30]. The global fine-tuning process
optimizes both the deep features and the mid-level representa-
tion, effectively integrating the global features (deep feature maps)
and fine-grained features (discriminative patterns) for script
identification.

This paper is a continuation and extension of our previous
work [43]. In [43] we have proposed Multi-stage Spatially sensitive
Pooling Network (MSPN) and a 10-classes dataset called SIW-10
for the in-the-wild script identification task. Compared with [43],
this paper describes text images via discriminative mid-level
representation, instead of the global horizontal pooling on con-
volutional feature maps. Discriminative patches corresponding to
special characters or components are explicitly discovered and
used for building the mid-level representation. In addition, this
paper proposes a larger and more challenging dataset with 13
script classes.

In summary, the contributions of the paper are as follows: (1) A
discriminative mid-level representation built on deep features is
presented for script identification tasks, in contrast to other
methods that rely on texture, edge or connected component
analysis. (2) We show that the mid-level representation and the
deep feature extraction can be incorporated in a deep model, and
get jointly optimized. (3) The proposed method is not limited to
script identification in the wild, applicable to video and document
script identification as well. The highly competitive performances
are consistently achieved on such three kinds of script bench-
marks. (4) Compared to the previously collected SIW-10, a larger
and more challenging dataset SIW-13 is created and released.

The remainder of this paper is organized as follows: In Section 2
related work in script identification and image classification is
reviewed and compared. In Section 3 the proposed method is
described in detail. In Section 4 we introduce the SIW-13 dataset.
The experimental evaluation, comparisons with other methods, and
some discussions are presented in Section 5. We conclude our paper
in Section 6.
2. Related work

2.1. Script identification

Previous works on script identification mainly focus on texts in
documents [48,20,7,24] and videos [40,58]. Script identification
can be done at document page level, paragraph or text-block level,
text-line level or word/character level. An extensive and detailed
survey has been made by Ghosh et al. in [14].

Text images can be classified by their textures. Some previous
works conduct texture analysis to extract some kind of holistic
appearance descriptors of the input image. Tan [48] proposes to
extract rotation invariant texture features for identifying docu-
ment scripts. In [7], several texture features, including gray-level
co-occurrence matrix features, Gabor energy features, and wavelet
energy features, are tested. Joshi et al. [24] present a generalized
framework to identify scripts at paragraph and text-block levels.
Their method is based on texture analysis and a two-level hier-
archical classification scheme. Phan et al. [40] propose to identify
text-line level video scripts using edge-based features. The fea-
tures are extracted from the smoothness and cursiveness of the
upper and lower lines in each of the five equally sized horizontal
zones of the text lines. In [58], Zhao et al. present features that are
based on Spatial Gradient-Features at text block level, building
features from horizontal and vertical gradients. Manthalkar et al.
[34] propose rotation and scale invariant texture features, using
discrete wavelet packet transform.

Texture analysis, although widely adopted, may be insufficient
to identify scripts, especially when distinguishing scripts that
share common characters. Instead of texture analysis, our
approach uses a discriminative mid-level representation, which
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tends to be more effective in distinguishing between scripts that
have subtle appearance difference.

Some other approaches analyze texts via their shapes and
structures. In [46], a method based on structure analysis is intro-
duced. Different topological and structural features, including
number of loops, water reservoir concept features, headline fea-
tures and profile features, are combined. Hochberg et al. [20]
discover a set of templates by clustering “textual symbols”, which
are connected components extracted from training scripts. Test
scripts are then compared with these templates to find their best
matching scripts. Component based methods, however, are usually
limited to binarized document scripts, since in video or natural
scenes images it is hard to achieve ideal binarization. Our
approach does not rely on any binarization or segmentation
techniques. It is applicable to not only documents, but also a much
wider range of scenarios including scene texts and video texts.

2.2. Image classification

Naturally, script identification can be cast as an image classifi-
cation problem. The Bag-of-Words (BoW) framework [31] is a
technique that is widely adopted in image classification problems.
In BoW, local descriptors such as SIFT [33], HOG [12] or simply raw
pixel patches [10] are extracted from images, and encoded by
some coding methods such as the locality-constrained linear
coding (LLC [52]) or the triangle activation [10]. Recent research on
image classification and other visual tasks has seen a leap forward,
thanks to the wide application of deep convolutional neural net-
works (CNNs [29]). CNN is deep neural network equipped with
convolutional layers. It learns the feature representation from raw
pixels, and can be trained in an end-to-end manner by the back-
propagation algorithm [30]. CNN, however, is not specially
designed for the script identification task. It cannot handle images
with arbitrary aspect ratios, and it does not put emphasis on dis-
criminative local patches, which may be crucial for distinguishing
scripts that have subtle differences.
3. Methodology

3.1. Overview

Given a cropped text image I, which may contain a word or
sentence written horizontally, we predict its script class
cAf1;…;Cg. As illustrated in Fig. 2, the training process is divided
into two stages. In the first stage, we build a discriminative
mid-level representation, from the deep feature hierarchies
Fig. 2. Illustration of the training pro
(Section 3.2) extracted by a pretrained CNN, using the dis-
criminative clustering method (Section 3.3). The result is a dis-
criminative codebook that contains a set of linear classifiers. We
use the codebook to build the mid-level representation (Section
3.4). In the second stage (Section 3.5), we model the feature
extraction, mid-level representation and final classification into
one neural network. The network is initialized by transferring
parameters (weights) learned in the first stage. We train the net-
work using back-propagation. Consequently, parameters of all
modules get fine-tuned together.

3.2. Deep feature Hierarchy extraction

The input image is firstly represented by a convolutional fea-

ture hierarchy fhlgLl ¼ 1, where each hl is a set of feature maps with
the same size, and L is the number of levels in the hierarchy. The
feature hierarchy is extracted by a pretrained CNN, which is dis-
cussed in Section 5.1. The input text image I is firstly resized to a
fixed height (32 pixels throughout our experiments), keeping their
aspect ratios. The first level of the feature hierarchy h1 is extracted
by performing convolution and max-pooling with convolutional
filters fk1i;jgi;j and biases fb1j gj, resulting in feature maps

h1 ¼ fh1j gj ¼ 1;…;n1
. Each feature map hj

1 is computed by:

h1j ¼mp σ
Xn0
i ¼ 1

Iink
1
i;jþb1j

 ! !
: ð1Þ

Here, Ii represents the i-th channel of the input image. n0 is the
number of image channels. The star operator n indicates the 2-D
convolution operation. σð�Þ is the squashing function which is an
element-wise non-linearity. In our implementation, we use the
element-wise thresholding function maxð0; xÞ, also known as the
ReLU [36]. mp is the max-pooling function, which downsamples
feature maps by taking the maximum values on downsampling
subregions.

The remaining levels of the feature hierarchy are extracted
recursively, by performing convolution and max-pooling on the
feature maps from the preceding hierarchy level:

hlj ¼mp σ
Xnl� 1

i ¼ 1

hink
l
i;jþblj

 ! !
: ð2Þ

Here, l is the level index in the hierarchy. Since image down-
sampling is applied, the sizes of the feature maps decrease with l.

The extracted feature hierarchy fhlgLl ¼ 1 provides dense local
descriptors on the input image. At each level l, the feature maps
hl ¼ fhlkg

nl

k ¼ 1 are extracted by applying convolutional kernels
densely on either the input image I or the feature maps hl�1 from
cess of the proposed approach.
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Fig. 3. Locations on the feature maps and their corresponding receptive fields on
the input image. The concatenation of the values on that location across all feature
maps form the descriptor of the receptive field, consequently dense local
descriptors at different scales can be extracted from the feature hierarchy.
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the preceding level. A pixel on the feature map hlk½i; j�, where i and j
are the row and column indices, respectively, is determined by a
corresponding subregion on the input image, also known as the
receptive field [21]. As illustrated in Fig. 3, the concatenation of the
pixel values across all feature maps xl½i; j� ¼ ½hl1½i; j�;…;hlnl

½i; j��T is
taken as the local descriptor of that subregion. Since down-
sampling is applied, the size of the subregion increases with level l.
Therefore, the extracted feature hierarchy provides dense local
descriptors at several different scales.

The feature hierarchy is rich and invariant to various image
distortions, making the representation robust to various distor-
tions and variations in natural scenes. In addition, convolutional
features are learned from data, thus domain-specific and poten-
tially stronger than general hand-crafted features such as SIFT [33]
and HOG [12].

3.3. Discriminative patch discovery

As we have discussed in Section 1, one challenging aspect of
the script identification task is that some scripts share a subset of
characters that have the same visual shapes, making it difficult to
distinguish them via some holistic representations, such as texture
features. The visual differences between these scripts can be
observed only via a few local regions, or discriminative patches
[45], which may correspond to special characters or special char-
acter components. These patches are observed in certain scripts,
and are strong evidence for identifying the script type. For
example, characters “Λ” and “Σ” are distinctive to Greek. If the
input image contains any of them, it is likely to be Greek.

In our approach, we discover these discriminative patches from
local patches extracted from the training images. The patches are
described by deep features. As we have described in Section 3.2,
the feature hierarchies provide dense local descriptors. Therefore
we simply compute all feature hierarchies and extract dense local
descriptors from them. To discover the discriminative visual pat-
terns from the set of local patches, we adopt the method proposed
by Singh et al. in [45], which is a discriminative clustering method
for discovering patches that are both representative and
discriminative.

Given the set of local patches described by deep features, the
discriminative clustering algorithm outputs a discriminative
codebook, which contains a set of linear classifiers. The clustering
is performed separately on each class c and on each feature level l.
For each class c, a set of local descriptors X l

c is extracted from the
feature hierarchies, taken as the discovery set [45]. Another set, the
natural set, contains local descriptors from the remaining classes.
The discriminative clustering algorithm is performed on the two
sets, resulting in a multi-class linear classifier fwl

c;b
l
cg. The final
discriminative codebook is built by concatenating the classifier
weights from all classes, i.e. Kl ¼ ðWl;blÞ. Detailed descriptions are
listed in Algorithm 1.

Algorithm 1. The discriminative clustering process.
Input: Local descriptors fxl
igi;l ¼ 1…L

Output: Discriminative clusters fKlgl ¼ 1…L

for feature level l¼1 to L do
for class c¼1 to C do
Discovery set Dl

c ¼ fxl : xlAX l
cg

Natural set N l
c ¼ fxl : xl =2X l

cg
wl

c;b
l
c ¼ discriminative_clusteringðDl

c;N l
cÞ

end for

Wl;bl ¼ concatcðfWl
cgÞ; concatcðfbl

cg
Kl ¼ ðWl;blÞ

end for

Output fKlgl ¼ 1…L
12:

Fig. 4 shows some examples of the discriminative patches
discovered from feature level 4 (the last convolutional layer).
Among the patches, we can observe special characters or text
components that are distinctive to certain scripts. The dis-
criminative clustering algorithm automatically chooses the num-
ber of clusters. In our experiments, it results in a codebook with
about 1500 classifiers on each feature level.
3.4. Mid-level representation

To obtain the mid-level representation, we firstly encode the
feature maps in the hierarchy with the learned discriminative
codebook, then horizontally pool the encoding results into a fixed-
length vector. Assuming that the feature maps have the shape
n�w� h, as mentioned, from the maps we can densely extract
w� h local descriptors, each of n dimensions. Each local descriptor,
say x½i; j� where i, j are the location on the map, is encoded with
the discriminative codebook that has k entries (i.e. k linear clas-
sifiers), resulting in a k-dimensional vector z½i; j�:

zl½i; j� ¼maxð0;Wlxl½i; j�þblÞ: ð3Þ

Here, the encoded vector is the non-negative response of all the
classifiers in the codebook. Wlxl½i; j�þbl is the responses of all k
classifiers. A positive response indicates the presence of certain
discriminative patterns, and is kept, while negative responses are
suppressed by setting them to zero.

To describe the whole image from the encoding results, we
adopt a horizontal pooling scheme, inspired by the spatial pyramid
pooling (SPP [18]). Texts in real world are mostly horizontally
written. The horizontal positions of individual characters are less
meaningful for identifying the script type. Their vertical positions
of the text components such as strokes, on the other hand, are
useful since they capture structure of the characters. To make the
representation invariant to the horizontal positions of local
descriptors, while maintaining the topological structure on the
vertical direction, we propose to take the maximum response
along each row of the feature maps, i.e. take maxj zl½i; j�. The
maximum responses are concatenated as a long vector, which
captures the topological structure of characters, and are invariant
to the character positions or orderings. We call the module for
extracting this mid-level representation discriminative encoder. It
is parameterized by the codebook weights, i.e. Wl and bl.



Fig. 4. Examples of discriminative patches discovered from the training data. Each row shows a discovered cluster, which corresponds to a special character that is unique to
a certain script, e.g. row 1 for Greek, row 6 for Japanese and row 8 for Korean.
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3.5. Global fine-tuning

Fine-tuning is the process of optimizing the parameters of
several algorithm components in a joint way. Usually fine-tuning is
carried out in a neural network structure, where gradients on layer
parameters are calculated with the back-propagation algorithm
[30]. In global fine-tuning, we aim to optimize the parameters
(weights) of all components involved, including the convolutional
feature extractor, the discriminative codebook, and the final clas-
sifier. To achieve this, we model the components into network
layers, forming an end-to-end network that maps the input image
into the final predicted labels, and apply the back-propagation
algorithm to optimize it.

Discriminative encoding layer: We model the discriminative
encoding process as a network layer. According to Eq. (3), the
linear transform Wxþb is firstly applied to all locations on the
feature maps, equivalent to the linear transform on the map level.
Then, a threshold function maxð0; xÞ is applied, equivalent to the
ReLU nonlinearity. Therefore, we model the layer as the sequential
combination of a linear layer that is parameterized by codebook
weights W, b, and an ReLU layer. We call this layer the dis-
criminative encoding (DE) layer.

Horizontal pooling layer: The horizontal pooling process can be
readily modeled as the horizontal pooling layer, which is inserted
after each DE layer.

Multi-level encoding and pooling: The feature maps on different
hierarchy levels describe the input image on different scales and
abstraction levels. We believe that they are complementary with
each other for classification. Therefore, we construct a network
topology that utilizes multiple feature hierarchy levels. The
topology is illustrated in Fig. 5. We insert discriminative encoding
þ horizontal pooling layers after multiple convolutional layers,
and concatenate their outputs into a long vector, which is fed to
the final classification layers.

The resulted network is initialized by the weights learned in
previous procedures. Specifically, the convolutional layers are
initialized by the weights in the convolutional feature extractor.
The weights in the discriminative layers are transferred from the
discriminative codebook. The weights in the classification layers
are randomly initialized. The network is fine-tuned with the back-
propagation algorithm.
4. The SIW-13 dataset

There exist several public datasets that consist of texts in the
wild, for instance, ICDAR 2011 [42], SVT [53] and IIIT 5K-Word [35].
However, these datasets are primarily used for scene text detec-
tion and recognition tasks. Besides, these datasets are dominated
by English or other Latin-based scripts. Other scripts, such as
Arabic, Cambodian and Tibetan, are rarely seen in these datasets.
In the area of script identification, there exist several datasets
[20,40,58]. However, the datasets proposed in these works mainly
focus on texts extracted from documents or videos.
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Fig. 6. Examples of cropped text images in the SIW-13 dataset.

Fig. 5. The structure and parameters of the deep network model. The network consists of four convolutional layers (conv1 to conv4), three discriminative encoding layers
(DE-1, DE-2 and DE-3) and two fully connected layers (fc1 and fc2). Discriminative encoding layers are inserted after convolutional layers conv2, conv3 and conv4. Their
outputs are concatenated as a long vector, and passed to the fully connected layers. (For interpretation of the references to color in this figure, the reader is referred to the
web version of this paper.)
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In this paper, we propose a dataset1 for script identification in
wild scenes. The dataset contains a large number of cropped text
images taken from natural scene images. As illustrated in Fig. 6,
the dataset contains text images from 13 different scripts: Arabic,
Cambodian, Chinese, English, Greek, Hebrew, Japanese, Kannada,
Korean, Mongolian, Russian, Thai and Tibetan. We call this dataset
the Script Identification in the Wild 13 Classes (SIW-13) dataset.

For collecting the dataset, we first harvest a collection of street
view images from the Google Street View [1] and manually label
the bounding boxes of text regions, as shown in Fig. 7. Text images
are then cropped out, and rectified by being rotated to the hor-
izontal orientation. For each script, about 600–1000 street view
images are collected, and about 1000–2000 text images are
cropped out. Totally, the dataset contains 16,291 text images. For
benchmarking script identification algorithms, we split the dataset
into the training and testing sets. The testing set contains all
together 6500 samples, with 500 samples for each class. The
remaining 9791 samples are used for training. Table 1 lists the
detailed statistics of the dataset.

Some examples of the collected dataset are shown in Fig. 6. Since
images are collected in natural scenes images, texts in the images
exhibit large variations in fonts, color, layout and writing styles. The
backgrounds are sometimes cluttered and complex. In some cases,
text images are blurred or affected by lighting conditions or camera
1 The dataset can be downloaded at http://mclab.eic.hust.edu.cn/�xbai/
mspnProjectPage/. It is available for academic use only.
poses. These factors make our dataset realistic, and much more
challenging than datasets that are collected from document or
videos. The SIW-13 dataset is extended from our previously pro-
posed SIW-10 [43]. Three new scripts, namely Cambodian, Kannada
and Mongolian, are added. Also, we revise the remaining script
classes by removing images that are either too noisy or corrupted,
and by adding some new images to these classes.
5. Experiments

In this section, we evaluate the performance of the proposed
DiscCNN on three tasks, namely script identification in the wild, in
videos and in documents, and compare it with other widely used
image classification or script identification methods, including the
conventional CNN, the SLN [10] and the LBP.
5.1. Implementation details

We use the same network structure throughout our experi-
ments, with the exception of the discriminative encoding layers,
whose structures and initial parameters are determined auto-
matically by the discriminative patch discovery process. As illu-
strated in Figs. 2 and 5, we use feature levels 2, 3, and 4 for patch
discovery and discriminative encoding. In the discovery step, the
number of local descriptors can be large, especially when the
feature maps have large size. For this reason, we use only a part of
the extracted local descriptors for patch discovery on feature levels
2 and 3. For the first stage in our approach, the convolutional
layers are pretrained by a conventional CNN whose structure is
specified in Table 2. The network is jointly optimized by stochastic
gradient descent (SGD) with the learning rate set to 10�3, the
momentum set to 0.9 and the batch size set to 128. The network
uses the dropout strategy in the last hidden layer with a dropout
rate 0.5 during training. The learning rate is multiplied by
0.1 when the validation error stops decreasing for enough number
of iterations. The network optimization process terminates until
the learning rate reaches 10�6.

The proposed approach is implemented using Cþþ and
Python. On a machine with the Intel Core i5-2320 CPU (3.00 GHz),
8 GB RAM and a NVIDIA GTX 660 GPU, the feature hierarchy
extraction and discriminative clustering takes about 4 h. The GPU
accelerated fine-tuning process takes about 8 h to reach con-
vergence. Running on a GPU device, the testing process takes less
than 20 ms for each image, and consumes less than 50 MB RAM.

http://mclab.eic.hust.edu.cn/~xbai/mspnProjectPage/
http://mclab.eic.hust.edu.cn/~xbai/mspnProjectPage/
http://mclab.eic.hust.edu.cn/~xbai/mspnProjectPage/


Fig. 7. Images we harvested from Google Street View. Yellow boxes are manually labeled text regions. (For interpretation of the references to color in this figure caption, the
reader is referred to the web version of this paper.)

Table 1
Statistics of the SIW-13 dataset.

Script # Images # Train # Test

Arabic 1002 502 500
Cambodian 1083 583 500
Chinese 1298 798 500
English 1221 721 500
Greek 1018 518 500
Hebrew 1242 742 500
Japanese 1215 715 500
Kannada 1029 529 500
Korean 1561 1061 500
Mongolian 1192 692 500
Russian 1031 531 500
Thai 2222 1722 500
Tibetan 1177 677 500

Total 16,291 9791 6500

Table 2
Configuration of CNN-Basic. For brevity, ‘n’ stands for number of output maps, ‘k’
stands for kernel size, ‘s’ stands for stride, ‘p’ stands for padding size, and ‘h’ stands
for number of hidden nodes.

Layer Type Parameters Activation

conv1 Convolutional n¼ 96; k¼ 5; s¼ 1; p¼ 2 ReLU
mp1 Max-pooling k¼ 3; s¼ 2 –

conv2 Convolutional n¼ 256; k¼ 3; s¼ 1; p¼ 2 ReLU
mp2 Max-pooling k¼ 3; s¼ 2 –

conv3 Convolutional n¼ 384; k¼ 3; s¼ 1; p¼ 1 ReLU
mp3 Max-pooling k¼ 3; s¼ 2 –

conv4 Convolutional n¼ 512; k¼ 3; s¼ 1; p¼ 0 ReLU
fc1 Fully connected h¼ 512 ReLU
fc2 Fully connected h¼ 13 –

sm Soft-max – –
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5.2. Methods for comparisons

Local Binary Patterns (LBP): LBP [3] is a widely adopted texture
analysis technique. To extract the features, we use the vl_lbp
function in the VLFeat library [51]. Images are scaled to fixed sizes
100�32. Cell sizes are set to 8�8. The resulting feature vector has
2784 dimensions. Linear SVM is adopted for classification.

Basic CNN (CNN): A conventional CNN structure, called CNN-
Basic in the following, is set up for comparisons. A conventional
CNN structure only accepts images of fixed widths and heights,
due to the existence of fully connected layers. We adopt a simple
workaround by creating samples with size 100�32 by cropping or
padding the original images. The network structure is specified in
Table 2. It has the same convolutional layers as DiscCNN. Similar to
DiscCNN, The CNN-Basic is trained with SGD, with batch size set to
128. The initial learning rate is set to 10�2, and the momentum is
set to 0.9.

Single-Layer Networks (SLN): In [10] Coates et al. propose SLN,
showing that, with simple unsupervised feature learning via K-
Means clustering, one can achieve state-of-the-art performances
at that time on image classification tasks. We use the K-Means
feature learning code released by the authors and make several
changes, including pooling over the upper and lower half regions
instead of the quadrants, since distinguishing between left and
right regions is not meaningful for script identification. The linear
SVM is adopted for classification.

MSPN: Multi-Stage Pooling Network is proposed in our pre-
vious work [43]. It is a CNN variant that contains multiple stage
horizontal pooling in its architecture. We use the same archi-
tecture as used in [43] for comparisons.

5.3. Script identification in the wild

We train and evaluate our DiscCNN on the SIW-13 dataset. The
dataset contains all together 13 scripts. We also construct two
subsets from the full set: Alphabetic consists of alphabetic scripts
including English, Greek, Arabic, Mongolian and Russian; Logo-
graphic consists of three logographic scripts including Chinese,
Japanese and Korean. To test the performance, one model is
trained on the full set and tested on all the subsets and the full set.
Recognition accuracies are listed in Table 3. For comparison, we
test three other methods, namely the Local Binary Patterns (LBP),
the Single-Layer Networks (SLN) and the conventional CNN (Basic-
CNN).



Table 3
Recognition accuracies on the SIW-13 benchmark and comparisons with other baseline methods.

Script Alphabetic Logographic Full

LBP SLN CNN Ours LBP SLN CNN Ours LBP SLN CNN Ours

Ara 0.80 0.91 0.94 0.96 – – – – 0.64 0.87 0.90 0.94
Cam – – – – – – – – 0.46 0.76 0.83 0.88
Chi – – – – 0.82 0.90 0.86 0.91 0.66 0.87 0.85 0.88
Eng 0.63 0.77 0.72 0.83 – – – – 0.31 0.64 0.58 0.71
Gre 0.70 0.79 0.74 0.86 – – – – 0.57 0.75 0.70 0.81
Heb – – – – – – – – 0.61 0.91 0.89 0.91
Jap – – – – 0.85 0.93 0.88 0.93 0.58 0.88 0.75 0.90
Kan – – – – – – – – 0.56 0.88 0.82 0.91
Kor – – – – 0.87 0.94 0.93 0.96 0.69 0.93 0.90 0.95
Mon 0.88 0.97 0.94 0.98 – – – – 0.77 0.95 0.96 0.96
Rus 0.62 0.78 0.71 0.82 – – – – 0.44 0.70 0.66 0.79
Tha – – – – – – – – 0.61 0.91 0.79 0.94
Tib – – – – 0.96 0.97 0.99 0.98 0.88 0.97 0.97 0.97
Avg. 0.73 0.84 0.81 0.89 0.88 0.93 0.92 0.94 0.60 0.85 0.82 0.89

Fig. 8. Confusion matrix on the SIW-13 dataset. Y-labels are groundtruth labels and
X-labels are predicted labels. (For interpretation of the references to color in this
figure, the reader is referred to the web version of this paper.)

Table 4
Accuracy comparison between DiscCNN and MSPN on the SIW-13 dataset.
Experiments were carried out 3 times with different model initializations. Student's
t-test is carried and the po0:05 criterion is satisfied.

Method Alphabetic Logographic Full

MSPN 0.87070.005 0.93070.019 0.86670.014
DiscCNN 0.89270.008 0.94270.007 0.88770.007
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As can be seen from the comparisons in Table 3, the proposed
method consistently outperforms other methods. The texture
analysis approach LBP performs well on Logographic scripts, but
significantly worse on alphabetic scripts. The reason is that logo-
graphic scripts have larger appearance differences, making them
easier distinguishable via texture features. Alphabetic scripts, on
the other hand, sometimes share a subset of characters that have
the same appearance. Both SLN and Basic-CNN perform better
than LBP. On the Logograhic subset, SLN and Basic-CNN achieve
accuracies comparable with DiscCNN. But on other subsets, they
perform much worse. Without explicitly utilizing the special
characters, LBP, SLN and Basic-CNN cannot well distinguish scripts
that share characters, e.g. English and Greek. We have also tested
the widely adopted method, Locality-constrained Linear Coding
[52] (LLC), which is similar to SLN except that it uses hand-crafted
HOG features. On the three subsets, LLC achieves average accura-
cies 0.83, 0.91 and 0.85, generally lower than SLN. This indicates
that the deep-like feature learned by SLN is superior than the
hand-crafted HOG.

Comparing the accuracies of different scripts and the confusion
matrix shown in Fig. 8, we can see that accuracies on scripts like
Thai and Arabic are significantly higher than that on other scripts.
The reason is that these scripts have unique writing styles and can
be easily distinguished from other scripts. Other scripts, especially
Latin based, are relatively harder to identify. On these scripts,
lower accuracies are observed in all methods. One reason is that
these scripts share a common subset of alphabet so that they have
similar holistic appearances. This makes it much harder to identify
these scripts.

Table 4 compares the proposed DiscNet with the MSPN pro-
posed in our previous work [43]. DiscCNN outperforms MSPN,
especially on the alphabetic scripts. Since DiscCNN describe text
images by the discriminative characters/components, it better
distinguishes between alphabetic scripts, which tend to have small
or tiny appearance differences with each other.

5.3.1. Script identification in video texts
Our method can be adopted for video script identification

without any modification. CVSI-2015 is the dataset used in the
ICDAR 2015 Competition on Video Script Identification [2]. The
dataset contains text images extracted from television videos, such
as news and advertisements. The scripts considered in this dataset
are 10 Indian scripts, including English, Hindi, Bengali, Oriya,
Gujarati, Punjabi, Kannada, Tamil, Telugu and Arabic. Four tasks
are proposed in the CVSI-2015 competition. Task 1 requires iden-
tifying scripts from 8 different scripts triplets based on their use in
the Indian sub-continent. All triplets have English and Hindi. Task
2 requires identifying the combination of scripts used in north
India. It involves identification of seven scripts, namely, English,
Hindi, Bengali, Oriya, Gujarati, Punjabi and Arabic. Task 3 requires
identifying the combination of scripts used in south India. The task
involves identification of five scripts, namely, English, Hindi,
Kannada, Tamil and Telugu. Task 4 requires identifying the com-
bination of all the ten scripts in the dataset.

Table 5 lists the results of the proposed method and compar-
isons with other methods. For Task 1 we report the average
accuracy on all 8 sub-tasks. It can be observed that our approach



Table 5
Recognition accuracies on the CVSI-2015 benchmark and comparisons with other
methods.

Method Task1 Task2 Task3 Task4

CNN 0.899 0.853 0.926 0.874
SLN 0.950 0.921 0.936 0.930
Ours 0.961 0.938 0.967 0.943

Table 6
Recognition accuracies on all 11 scripts included in the Multi-Script dataset pro-
posed in [39].

Script GaborþSVM DCTþSVM Ours

BE 0.962 0.926 0.998
EN 0.982 0.966 0.996
GU 0.955 0.954 0.991
HI 0.933 0.943 0.990
KA 0.933 0.903 0.984
MA 0.936 0.844 0.995
OD 0.940 0.943 0.997
PU 0.938 0.921 0.993
TA 0.952 0.933 0.993
TE 0.923 0.910 0.992
UR 0.979 0.984 0.998
Avg. 0.948 0.938 0.993

Fig. 9. Impact of the joint optimization, evaluated on the SIW-13 Full dataset. Top:
accuracies for all classes, and the average accuracy. Bottom: relative error reduc-
tion. (For interpretation of the references to color in this figure, the reader is
referred to the web version of this paper.)

Table 7
Network configurations for DiscCNN and its variants. “DE-3” indicates that the
network variant only uses Discriminative Encoding layer-3 (DE-3) in Fig. 5, “DE-2
þ DE-3” indicates that the network variant uses both DE-2 and DE-3.

Variant Configurations Accuracy (%)

Variant-1 DE-2 74.7
Variant-2 DE-3 84.2
Variant-3 DE-4a 85.5
Variant-4 DE-3 þ DE-4 88.3
Variant-5 DE-2 þ DE-3 85.2
DiscCNN DE-2 þ DE-3 þ DE-4 88.6

a In Variant-1 the number of hidden nodes in fc2 is set to 512.
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consistently achieves the best performances among the methods
we test.

5.3.2. Script identification in documents
We also apply our method to document texts. In [39], Pati and

Ramakrishnan have proposed a large-scale word images dataset
for the script identification task. The dataset contains 220,000
scanned word images from 11 different scripts, namely Bengali,
Devanagari, English, Gujarati, Kannada, Malayalam, Oriya, Punjabi,
Tamil, Telugu and Urdu.

Table 6 shows the quantitative results. Our approach sig-
nificantly outperforms [39] on all scripts, reaching saturated
accuracies on some scripts. Compared to the Gabor or DCT features
adopted in [39], our representation captures information of special
characters/components of scripts. Besides, based on a deep
architecture, our method benefits from the relatively large
training set.

5.4. Discussions

5.4.1. Impact of fine-tuning
The joint optimization simultaneously updates all parameters

in the network, thus optimizing parameters from all modules used
in our method. To evaluate the effectiveness of the joint optimi-
zation scheme, the DiscCNN is evaluated on the SIW-13 Full
dataset, with and without joint optimization. The resulting
accuracies are compared in Fig. 9. The fine-tuning process achieves
a 10–20% error reduction.

5.4.2. Choices on feature levels
In our implementation, we use three feature hierarchy levels

for pattern discovery and discriminative encoding. To test the
effectiveness of each of them, we modify the network structure,
resulting in several network variants, and test them on the SIW-13
dataset. Table 7 lists the configurations of the network variants
and their recognition accuracies on the SIW-13 dataset.

Comparing the performances of Variant-1, Variant-2 and Var-
iant-3, we can see that Variant-3 achieves the best result. The
feature level 3 alone contributes the most to the recognition
accuracies. Variant-4 and Variant-5 use multiple feature levels,
and significant performance gains can be observed. Finally, the
proposed DiscCNN uses all three levels, and achieves the highest
accuracy. This indicates that combining features from multiple
convolutional layers outputs can improve the performance. The
feature hierarchy extracted by convolutional layers describes the
input image at different grain-levels, and the combination of them
brings performance gain. Note that we do not use features from
level-1, since the feature maps at level-1 are too large in size, and
will require too much memory and computation time.

5.4.3. Impact of imperfect text cropping
In the SIW-13 dataset, texts are manually labeled. All bounding

boxes are tightly labeled. However, for a practical system, input
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texts are usually detected by a text detector, which would some-
times fail to give perfect bounding boxes. To test the impact of
imperfect text cropping, we distort the test data by randomly
cropping sub-images from the original text images, and evaluate
the performance of a trained DiscCNN model. In Fig. 10, we plot
the average accuracy as a function of the Intersection over Union
(IoU), which measures how much the bounding box is away from
the groundtruth. The recognition accuracy falls when the IoU
decreases. At IoU¼0.7 and IoU¼0.5, which are the thresholds used
in PASCAL VOC 2007 [13], the recognition accuracies are, respec-
tively, 0.74 and 0.49. The results indicate that, for minor mis-
cropping (IoU less than 0.7), the results are still acceptable, but
when the IoU is less than 0.7, performance falls quickly. In addi-
tion, we evaluate the impact of imperfect crop on other methods.
For SLN, CNN and DiscCNN, the tendencies of the accuracy
decreases are similar. LBP seems to be more robust to imperfect
crop. One of the reasons is that LBP describes the texture, which is
often insensitive to cropping.
Fig. 10. Average recognition accuracies on SIW-13 as a function of the Intersection
over Union (IoU).

Fig. 11. (a) Difficult samples that are successfully recognized. (b) Some failur
5.5. Limitations of the proposed approach

The proposed DiscCNN works well on the majority of the
datasets we have evaluated. In Fig. 11a we show some hard sam-
ples that are correctly recognized. Nevertheless, the proposed
method fails under some cases. Fig. 11b demonstrates some failure
cases. Misclassification sometimes happens when the input image
is blurred or is in low resolution. Scripts with unusual text layouts
(e.g. curved text) can be hard to identify. In addition, scripts such
as Chinese and Japanese are sometimes very close in appearances,
and are hard to distinguish without a semantic understanding.

As another drawback, the proposed method is based on the
convolutional neural network, and therefore requires relatively
long training time. GPU acceleration is required to make the
training time reasonable. The method also requires larger training
set (typically 44k examples) in order to avoid overfitting.
6. Conclusion

In this paper, we have presented DiscCNN, a novel deep
learning based method for script identification. The method
combines deep features with discriminative mid-level repre-
sentations. We have successfully applied the method to script
identification in natural scene images, in documents and in videos.
It is worth noting that, with some modifications, the proposed
network can accept images with arbitrary sizes without scaling
them. In future work, we will try to extend our approach to gen-
eral image classification problems, especially fine-grained classi-
fication problems. In addition, to directly identify the script types
in the whole street images is another direction that is worthy of
exploration in the future.
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