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Abstract Sparse data sets are an ever-present problem in
many fields of computer science. In the shape retrieval com-
munity, several researchers use graph transduction algo-
rithms to reveal the underlying structure of the shape man-
ifold. Without an infinite number of shapes, the data sets
can only imprecisely describe the shape manifold. For this
problem, adding synthetic data points can be very effective.
However existing methods add synthetic points only in fea-
ture space. In distance spaces, which are often non-metric
and are widely used in bioinformatics, time series classifi-
cation, shape similarity, and other domains, it is impossi-
ble to use these standard, feature-based methods, such as
SMOTE, to insert synthetic points. Instead, we present an
innovative approach that adds synthetic points directly to
distance spaces. We call these synthetic points ghost points
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since they are not represented by vectors of features, and
consequently, cannot be directly visualized. However, we
can define the distances of ghost points to all other data
points. Our experimental results on standard data sets show
that ghost points not only significantly improve the accuracy
of shape retrieval, but also the accuracy of image retrieval.
We also discuss the conditions that allow the ghost points to
improve retrieval results.

Keywords Ghost points · Shape retrieval · Diffusion
process

1 Introduction

Every data set is just a set of samples from the true data
distribution; the data sets only simulate the ground truth
distribution. If the density of the data set is too low, it
cannot approximate the true distribution well, and machine
learning algorithms may have a difficult time achieving any
sort of “good” performance. One way to solve this prob-
lem is to insert synthetic points into the data set to better
approximate the true distribution. There are multiple ap-
proaches to inserting synthetic points, one recent method
being SMOTE (Synthetic Minority Over-sampling TEch-
nique) [1]. The SMOTE algorithm inserts synthetic data into
the original data set to increase the number of examples.
The synthetic points are generated from existing class ex-
amples by taking a weighted average of two existing data
points. SMOTE and its variations (for example [2–4]) have
shown that they can efficiently insert synthetic points in fea-
ture space, where each example is represented as a point in
n-dimensional space where n is the number of features of
each example. But they work only in feature space. How-
ever, for some fields such as bioinformatics, image analysis,
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and cognitive psychology, often the feature vectors are not
available. Instead, in these domains the data may be rep-
resented as a matrix of pairwise comparisons where typi-
cally each element of the matrix is the distance (similarity or
dissimilarity) between the original data points. This matrix
represents the distance space of the data. Often, this dis-
tance space is non-Euclidean or even non-metric, e.g., the
distances between time series are usually non-metric due
to warping. When only pairwise scores are available, the
vector space based approaches to add synthetic points can-
not be used. Instead, we propose a novel algorithm to in-
sert synthetic points directly into distance spaces. Our syn-
thetic points do not have any coordinates, i.e., they are not
points in any vector space, which is why we call our syn-
thetic points ghost points. But our ghost points are points in
distance space, i.e., their distance to all other points is de-
fined.

One domain that is particularly affected by low density
of data points is shape space. Shape representation is usually
very complex and existing data sets are limited in being able
to describe the distribution of shapes. Consequently, shapes
in the data sets are highly sparse relative to the true shape
space. However, vector based approaches, e.g. SMOTE, can-
not be used to insert synthetic points for shapes, as the
Euclidean distance is unsuitable as a dissimilarity measure
for shapes. In addition, the linear combination of the cor-
responding feature vectors, such as coordinates of contour
points, cannot generate reasonable synthetic data for shapes.
For example, the horse in Fig. 1c is computed as the aver-
age of the Euclidean coordinates of the two horses in Fig. 1a
and Fig. 1b. The Euclidean coordinates are obtained as se-
quences of 2D coordinates of 100 aligned contour sample
points. (We use here a simple averaging of Euclidean coordi-
nates, but a more sophisticated methods exist, e.g., Dyn and
Lipovetski [5] perform averaging of shapes using distance

Fig. 1 (c) The mean horse computed by averaging corresponding sam-
ple contour points of the aligned shapes in (a) and (b)

transforms.) Although the feature points of both horses cor-
respond, it is difficult to recognize the shape in Fig. 1c as
a horse. To further demonstrate the problem, we submit the
mean horse as a query to the MPEG-7 CE-Shape-1 part B
data set [6] and we use the Inner Distance Shape Context
(IDSC) [7] as the shape distance. The top ten retrieval re-
sults are shown in the first row of Fig. 2, ordered from left to
right. Obviously none of the retrieval results is correct, but
they are similar to the mean horse. The second row of Fig. 2
shows the retrieval results of the ‘synthetic horse’ generated
by the proposed approach, and all ten retrieved shapes are
correct. This example shows that vector based approaches
are not suitable for adding synthetic data for shapes. How-
ever, our approach can correctly add synthetic data points in
the distance space of shapes.

To show that ghost points may be used to densify shape
manifolds, we apply a diffusion algorithm to improve shape
retrieval. Traditional shape similarity approaches focus on
robust and efficient shape matching methods, which allow
quantifying the similarity between two shapes. However,
they perform only pairwise analysis and ignore the fact that
distances between all other shapes contain important in-
formation about the shape manifold. Recently, several re-
searchers have used graph transduction algorithms for shape
retrieval [8, 9] and have been able to improve the perfor-
mance. In this type of method, the information is propagated
from the query shape to other shapes like a diffusion process,
thus these algorithms can reveal the underlying structure of
the shape manifold. With the help of transduction method,
the retrieval performance has been improved a lot.

However, as shapes in a data set can only sparsely de-
scribe the underlying shape manifold, the described mani-
fold may not be accurate enough and therefore weaken the
performance of graph transduction as well as diffusion al-
gorithms. By inserting ghost points to densify the shape
space, we are able to further improve the performance on
two widely used shape data sets. Besides, we also test our
algorithm on two real image data sets, which also performs
very well. The ghost points are added unsupervised since
no class information is used during the retrieval of shapes
and images. Moreover, to completely analyze the property
of ghost points, we also try to add ghost points in a super-
vised way. The details of the ghost points insertion are given
in Sect. 4. The algorithm for unsupervised ghost points and

Fig. 2 First row: the retrieval results of the mean horse from Fig. 1c. Second row: the retrieval results of the ghost horse created by the averaging
in distance space of the two shapes in Figs. 1a and 1b



J Math Imaging Vis

Algorithm 1 The main steps for unsupervised ghost points
with Locally Constrained Diffusion Process

1: Input: The distance matrix for the dataset
2: Use adaptive bandwidth Gaussian function to transfer

distance matrix into affinity matrix, see Eq. (6);
3: Use Locally Constrained Diffusion Process (see Sect. 5)

to obtain the ranking of other objects to the query object;
4: Insert ghost points between each data and its nearest

neighbor (see Sect. 3);
5: Run Locally Constrained Diffusion Process with the

similarity matrix with ghost points to obtain the final
retrieval results;

6: Output: The retrieval results for all the query object

Algorithm 2 The main steps for supervised ghost points
with Locally Constrained Diffusion Process

1: Input: The distance matrix for the dataset
2: Use adaptive bandwidth Gaussian function to transfer

distance matrix into affinity matrix, see Eq. (6);
3: Insert ghost points between each data and its nearest

neighbor with the same label(see Sect. 3);
4: Run Locally Constrained Diffusion Process with the

similarity matrix with ghost points to obtain the final
retrieval results;

5: Output: The retrieval results for all the query object

supervised ghost points with diffusion process is described
in Algorithms 1 and 2 separately.

The method introduced in this paper is an extension of
our previous work [10], where we propose the novel locally
constrained diffusion process and ghost points. There are
several extensions. First, we apply the refined ghost points
for improving retrieval performance. Second, we propose a
different strategy to insert ghost points, which brings in bet-
ter results. Third, we also test our algorithm on image re-
trieval instead of just shape retrieval as we did in [10], which
demonstrate the effect of ghost points in different applica-
tions. Fourth, we include a discussion on the proper condi-
tions when using ghost points.

The rest of the paper is organized as follows. Section 3
introduces metric embedding and the construction of ghost
points. The closely related works are described in Sect. 2.
The strategy to insert ghost points is introduced in Sect. 4
and the algorithm to utilize the context information is de-
scribed in Sect. 5. The Experimental Results of shape and
image retrieval are shown in Sects. 6 and 7 respectively. Sec-
tion 8 discusses the conditions that allow ghost points to im-
prove retrieval results. In Sect. 9 we summarize and discuss
our future work.

2 Related Work

Originally, researchers focused on global features for shape
matching and shape retrieval. However, the limitation of
these approaches is that the descriptors are sensitive to local
changes, which is a crucial property of shapes. To overcome
the problems of global descriptors, local features and non-
linear methods have been introduced, especially using parts
of the objects. In [11], tangent distances are used to represent
the difference between parts. Then the relation between se-
quences of parts is considered when constructing the shape
correspondence. In order to capture the local features, Be-
longie and Malik [12] introduce the 2-dimensional non-
linear histogram, Shape Context (SC), to describe the dis-
tance and angles between contour points. Since SC cannot
solve the problem of matching articulated shapes, Ling and
Jacobs [7] modified SC by using the geodesic distance inner
shape instead of the Euclidean distance to represent shapes,
which is called Inner Distance Shape Context (IDSC). Bron-
stein et al. [13] presents a novel approach to quantify partial
similarity using the notion of Pareto optimality. Recently,
a hierarchical segment-based shape matching algorithm has
been proposed by McNeill and Vijayakumar [14]. Felzen-
szwalb and Schwartz [15] decompose shape into segments
and organize them by a novel concept, shape tree. In [16],
a descriptor called Contour Flexibility is proposed to rep-
resent the deformable potential at each point along a con-
tour. Besides, Rodriguez et al. [17] represent 2D shapes by
mapping them to an analytic function on the complex plane,
which is called Analytic Signature. Wang et al. [18] model
shapes using local and global structures, formulate the in-
variant correspondence problem as binary graph labeling,
and show how different choice of structure results in invari-
ance under various classes of deformations.

Zhou et al. [19] proposed to improve ranking of retrieved
objects by utilizing the data manifold structure. In other
words, the context information of similar database objects is
used to improve ranking results. Recently, Bai et al. [20] pro-
posed to utilize the context information for shape retrieval
with Label Propagation [21], which was originally designed
for semi-supervised learning. Kontschieder et al. [9] pro-
posed a different way to utilize the context information to
improve the performance. A graph diffusion process is uti-
lized for retrieval in Yang et al. [10], where a Locally Con-
straint Diffusion Process (LCDP) is proposed. LCDP has
been used in [22] and [23] to improve their results. Further-
more, Bai et al. [24] introduce a novel retrieval methods,
co-transduction, motivated by co-training. It fuses different
similarity/dissimilarity measures to better determine the re-
lation between objects.

Content based image retrieval is getting more attention
recently. The classic methods [25, 26] use the bag-of-feature
image representation for image retrieval. Jegou et al. [27]
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Fig. 3 (a) Is an example of a
4-point metric space that cannot
be embedded into a Euclidean
space. (b) Shows that the points
b, a, and d are collinear after
embedding, and so are the
points c, a, and d . Thus points b

and c are the same point after
embedding as shown in (c)

refine the affinity among the objects by enforcing the neigh-
borhood relation to be symmetric. To reduce the complex-
ity of current algorithms, Jegou et al. [28] proposes a novel
features extraction approach. Bronstein et al. [29] construct
compact and informative shape descriptors by means of the
bag-of-features approach. Transitivity properties in large-
scale datasets of images were used in recent works of Ovs-
janikov [30] and Fua [31] in problems of image retrieval.

In the proposed approach, ghost points are inserted di-
rectly in the original distance space. This way the distances
between the original data points remain unchanged. Another
alternative would be to first embed the distance space into a
low dimensional Euclidean space, e.g., using spectral em-
bedding [32], diffusion process embedding [33], or related
methods has been widely used for manifold embedding.
Then SMOTE could be applied to insert new points in the
Euclidean space. However, we observe that such embedding
methods usually distort the distances between the original
data points.

3 Definition of Ghost Points

In many applications, only distance (or equivalently sim-
ilarity) information is available, in which case operations
in vector space cannot generate synthetic points. This is
the case when the data points do not have any coordinates,
or the data points have coordinates but the Euclidean dis-
tance does not reflect their structure. Consequently, a dis-
tance measure is used that is not equivalent to the Euclidean
distance, e.g., [34, 35]. For this type of data, researchers
usually utilize embeddings to low dimensional Euclidean
spaces [36, 37]. However, embedding implies distance dis-
tortion. It is known that not every four point metric space
can be isometrically embedded into an Euclidean space R

k ,
e.g., see [38].

Definition 3.1 A metric on a set X is a distance function
ρ : X × X → R, such that the following axioms hold:

1. ρ(x, y) ≥ 0 (non-negativity)
2. ρ(x, y) = ρ(y, x) (symmetry)
3. ρ(x, y) = 0 ⇔ x = y (identity of indiscernibles)
4. ρ(x, y) + ρ(y, z) ≥ ρ(x, z) (triangle inequality)

for any x, y, z ∈ X.

Definition 3.2 A metric space is an ordered pair (X,ρ),
where X is a set of points, and ρ is metric on X, that is,
a distance function ρ : X × X → R.

Definition 3.3 Let Y and Z be two metric spaces. We say
that a mapping f of the space Y into Z is an isometric em-
bedding if distZ(f (y1), f (y2)) = distY (y1, y2).

A simple example where distances are not preserved
when mapping a four point metric space to R

k is presented
in [39]. Given the metric space (X,ρ) defined in Fig. 3a,
assume there exists a mapping f : X = {a, b, c, d} → R

k

for some k where f preserves the distances. The trian-
gle inequality holds for the elements a, b, and d ; in fact
ρ(b, d) = ρ(b, a) + ρ(a, d) and because of the equality,
the mapped points f (b), f (a), and f (d) are collinear in the
space R

k . This also holds for points a, c, and d , i.e., they are
collinear in R

k (Fig. 3b). Since both lines have two points
in common, they must be the same line (Fig. 3c). But then
f (b) = f (c) contradicting the fact that the original distance
between b and c is 2. Therefore the assumption that f pre-
serves the distances is false.

Definition 3.4 In this paper, a distance space is an ordered
pair (X,ρ), where X is a set of points and ρ : X × X → R

is a distance function that satisfies the first two axioms and
the ⇐ direction of axiom 3 from Definition 3.1.

Clearly, we would like ρ to be as close as possible to a
metric, but this is not always possible, e.g., there are clear
arguments from human visual perception that the distances
induced by human judgments are often non-metric [40].

The key observation of the proposed approach is that al-
though not every four point metric space can be embedded
into a Euclidean space, every three point metric space can
be isometrically embedded into the plane R

2. Let (�,ρ),
where � = {x, a, b} ⊆ X, be a metric space with three dis-
tinct points. Then it is easy to map � to the vertices of
a triangle on the plane. For example, we can construct an
isometric embedding h : � → R

2 by setting h(a) = (0,0)

and h(b) = (ρ(a, b),0). Then h(x) is uniquely defined as
a point with nonnegative coordinates such that its Euclidean
distance to h(a) is ρ(x, a) and its Euclidean distance to h(b)

is ρ(x, b). h : � → R
2 is an isometric embedding, since for



J Math Imaging Vis

Fig. 4 (a) Shows the
construction of ρ(x, e) for
e = μ(a, b) for a triple of points
that satisfy the triangle
inequality. (b) Shows a triple of
points that cannot construct a
triangle. The way to calculate
ρ(x, e) for (b) is shown in (c).
Another way in which the
triangle inequality is violated is
shown in (d) and the approach
to calculating ρ(x, e) is shown
in (e)

any two points y, z ∈ �, ρ(y, z)2 = ‖y − z‖2, where ‖ · ‖
is the standard L2 norm that induces the Euclidean distance
on the plane. We stress that this construction does not re-
quire that (X,ρ) be a metric space, but it does require that
the three point space (�,ρ) be a metric space. Below we
will generalize this construction to the case when � is not a
metric space.

Definition 3.5 Given any two points a, b in a distance
space X, we define a ghost point e induced by a and b

using the construction e = μ(a, b) = h−1( 1
2 (h(a) + h(b))).

For every x ∈ X, the distance from x to e, ρ(x,μ(a, b)), is
computed as follows:

1. If the three point subspace � = {x, a, b} is a metric, then
use Eq. (1) below.

2. If ρ(a, b) > ρ(x, a) + ρ(x, b), then use Eq. (2) below.
3. (a) If ρ(x, a) > ρ(x, b) + ρ(a, b), then use Eq. (3) be-

low or
(b) If ρ(x, b) > ρ(x, a) + ρ(a, b), then use Eq. (4) be-

low.

Cases 2 and 3 in this definition apply when � is not a metric
space.

Let μ(a, b) denote the mean of two points a, b. If
a, b ∈ R, then we have the usual formula μ(a, b) = 1

2 (a+b)

(see Fig. 4a, where red points are original data, the green
point e is the ghost point and e = μ(a, b)).

Our first key contribution is the definition of μ(a, b) for
any two points a, b in a distance space X. To define μ(a, b),
we need to specify ρ(x,μ(a, b)) for every x ∈ X. There are
three cases depending on whether the three point subspace
� = {x, a, b} ⊆ X is a metric or not.

Case 3.1 (Type 1: � = {x, a, b} ⊆ X is a metric subspace)
We first isometrically embed � into the plane R

2 by h.
We define μ(a, b) = h−1( 1

2 (h(a) + h(b))). Since h(�) de-
fines vertices of a triangle on the plane, we can easily derive
that
∥
∥
∥
∥
h(x) − h(a) + h(b)

2

∥
∥
∥
∥

2

= ‖h(x) − h(a)‖2

2

+ ‖h(x) − h(b)‖2

2

− ‖h(a) − h(b)‖2

4
.

Since h is an isometry and μ(a, b) = h−1( 1
2 (h(a) +

h(b))), we obtain (see Fig. 4a)

ρ
(

x,μ(a, b)
)2 = 1

2
ρ(x, a)2 + 1

2
ρ(x, b)2 − 1

4
ρ(a, b)2. (1)
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Consequently, Eq. (1) defines the distance of every point
x ∈ X to the new point μ(a, b), which we call the mean of
a and b. By computing the distances of μ(a, b) to all points
in X, we define a new point μ(a, b), and the augmented set
X′ = X ∪ {μ(a, b)} is also a distance space. We stress that
to add a new point μ(a, b) to X we do not need to compute
the embedding h. We use h only to derive Eq. (1). More-
over, since the embedding h is an isometry, Eq. (1) defines
locally correct distances from μ(a, b) to all points in X.
Since we can compute the correct distances without explic-
itly computing the mapping h, this is similar to the kernel
trick [41].

Case 3.2 (Type 2: � = {x, a, b} ⊆ X is not a metric sub-
space and ρ(a, b) > ρ(x, a) + ρ(x, b)) In Eq. (1) we as-
sume that the three point space (�,ρ) is a metric space.
Thus, we assume that the local structure of any distance
space X can be locally approximated by the metric space,
which is also the assumption for embedding approaches
[42, 43]. However, for some point triples � = {x, a, b} ⊆ X,
(�,ρ) is not a metric space, which may lead to a negative
distance in Eq. (1). This is the case if ρ(a, b) > ρ(x, a) +
ρ(x, b). Then a triangle with vertices h(a), h(b), and h(x)

cannot be constructed on the plane, as illustrated in Fig. 4b.
Since a single point h(x) on the plane does not exist, we
map h(x) to two different points denoted xa and xb such that
ρ(x, a) = ‖h(a) − xa‖ and ρ(x, b) = ‖h(b) − xb‖. Without
loss of generality we assume that ρ(x, a) > ρ(x, b). Then it
is possible to position points xa and xb on the plane such that
(see Fig. 4c): ρ(x, a) = ‖h(a)−xa‖, ρ(x, b) = ‖h(b)−xb‖,
and ‖h(μ(a, b)) − xa‖ = ‖h(μ(a, b)) − xb‖.

Thus, both points xa and xb are the same distance away
from h(μ(a, b)), and this distance is equal to 1

2‖h(a) −
h(b)‖ − ‖xb − b‖. Therefore, we define h(x) = {xa, xb} and

ρ
(

x,μ(a, b)
) = 1

2
ρ(a, b) − ρ(x, b). (2)

Formally, h maps x to a single point in a quotient space
R

2/{xa, xb}, and h remains an isometric embedding but to
the quotient space.

Case 3.3 (Type 3: � = {x, a, b} ⊆ X is not a metric sub-
space and either ρ(x, a) > ρ(x, b) + ρ(a, b) or ρ(x, b) >

ρ(x, a) + ρ(a, b)) In this case, as in Case 3.2, (�,ρ) is not
a metric space and again may lead to a negative distance in
Eq. (1). This occurs if either ρ(x, a) > ρ(x, b) + ρ(a, b)

or ρ(x, b) > ρ(x, a) + ρ(a, b). Then a triangle with ver-
tices h(a),h(b),h(x) cannot be constructed on the plane,
as illustrated in Fig. 4d. Since a single point h(x) on the
plane does not exist, we again map h(x) to two different
points denoted xa and xb such that ρ(x, a) = ‖h(a) − xa‖
and ρ(x, b) = ‖h(b) − xb‖.

Without loss of generality we assume that ρ(x, a) >

ρ(x, b) + ρ(a, b). In this case, we first position point xb on

the plane so that the angle h(a)h(b)xb is straight without
changing the distance from h(b) to xb (see Fig. 4e). Then we
use the triangle h(a)h(b)xb to define the ghost point. When
doing so we ignore the distance ρ(x, a) in this construction
or equivalently, only consider the assignment h(x) = xb .
Unlike Case 3.2, it is impossible to make the assignments
h(x) = xa and h(x) = xb consistent, hence we need to ig-
nore one of them. Since ρ(x, b) is significantly smaller than
ρ(x, a), and small distances are less likely to be the result of
noise, we rely only on h(x) = xb. We can then use the right
triangle h(a)h(b)xb to define

ρ
(

x,μ(a, b)
)2 = ρ(x, b)2 + 1

4
ρ(a, b)2. (3)

Similarly, if ρ(x, b) > ρ(x, a) + ρ(a, b), we define

ρ
(

x,μ(a, b)
)2 = ρ(x, a)2 + 1

4
ρ(a, b)2. (4)

The so defined distances to ghost points are guaranteed to
be nonnegative and symmetric by their construction. Hence
the space augmented by ghost points remains a distance
space. However, it may happen that two different points
have distance zero, and this is possible even if X is a metric
space.1 For example, assume that X is a sphere of radius 1
and that points a and b are on the north and south poles
(see Fig. 5). For any point x ∈ X on the equatorial line the
distance between μ(a, b) and x becomes ρ(x,μ(a, b))2 =
0.5(π/2)2 +0.5(π/2)2 −0.25π2 = 0. Therefore, every point
on the equatorial line has a distance of 0 to the ghost point
μ(a, b). This example also shows that adding ghost points
to a metric space may lead to a non-metric space. We stress
however that the proposed method is able to densify distance
spaces that are non-metric, since such spaces are common in
many cognitively motivated tasks such as distances between
images, shapes, text documents, and so on. We also stress
that though global metricity is not necessary, local metricity
is preferred. If the triple of points a, b, and x is close to a
metric, then the embedding of the three points is uniquely
defined and Eq. (1) can be used to calculate the distance be-
tween x and the ghost point.

Fig. 5 Example of a unit sphere
where ρ(h(e),h(x)) = 0

1This fact was pointed out to us by an anonymous reviewer of our
CVPR 2009 paper.
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If the space X is finite, i.e., X = {x1, . . . , xn}, then the
distance function ρ : X × X → R≥0 is represented by a
square matrix Mρ(X). Each row of the square distance ma-
trix Mρ(X) is the distance of one data point x to all data
points in the data set, i.e., for all y ∈ X, Mρ(x, y) = ρ(x, y).
The matrix for X ∪ {μ(a, b)} is obtained by simply adding
one row and one column to Mρ(X), with each entry com-
puted using Eqs. (1), (2), (3), or (4).

Thus, the proposed approach can be applied to metric and
non-metric distance spaces, and our construction guarantees
that the distances to all ghost points are nonnegative and
symmetric. We are able to insert ghost points in the any dis-
tance space even if it is a non-metric space. Of course, due
to better properties of metric distances, in particular, from
the point of view of retrieval, we prefer to deal with metric
spaces.

Ghost points have been used very successfully with SVM
classification tasks to densify imbalanced time series data
sets [44]. In this paper, we focus on densifying data manifold
to improve the shape retrieval performance.

4 Strategy for Adding Ghost Points to Shape Manifolds

Shape space is known to be very sparse. Therefore, we
insert ghost points to densify it, which will be easier for
information propagation to improve the performance of
shape retrieval. There are many possible strategies for
adding ghost points without supervision. Our strategy is
very simple. We add to the shape space X = {x1, . . . , xn}
a point μ(x,NN1(x)) for each x ∈ X, where NN1(x)

is the first nearest neighbor of x different from x, i.e.,
NN1(x) = argminy∈S(ρ(x, y)) for S = X \ {x}. However,
if y = NN1(x) and x = NN1(y), this strategy would insert
the same ghost point twice. Therefore, we need to take care
to not add duplicate ghost points. After adding the ghost
points, we obtain a new shape space X′. As we will show in
the experimental results, the augmented space X′ densifies
the original shape space X in such a way as to make the
estimation of the data manifold more accurate. This densifi-
cation of space X is performed in the unsupervised setting,
since we do not assume any knowledge of the class labels of
points in X.

We use the augmented shape space X′ in the graph trans-
duction to influence the shape similarity measures between
the query shape and all other shapes. After the graph trans-
duction is run, we exclude the ghost points and calculate
our retrieval and classification rates based on only the origi-
nal shape data set to allow for a fair comparison to existing
methods.

In addition, when determining where to insert the ghost
points, we need to consider the neighborhood structure of
each point. Because sometimes intra-class differences can

be large while inter-class differences are small, the distance
between two data points should be considered in the con-
text of other data points similar to them. In our approach,
the influence of other data points is propagated as a modi-
fied diffusion process on a graph formed by a given set of
data points. The modified diffusion process is introduced in
Sect. 5. Simply speaking, it can better describe the relation-
ship between data points. Thus, the k nearest neighbors cho-
sen after this process can better fit the underlying structure
of the data set. We stress that we use the modified diffusion
process only to select the k nearest neighbors and the origi-
nal distance between data points is not changed. The differ-
ence in performance between different retrieval strategies is
discussed in Sects. 6 and 7.

The main expectation of the proposed strategy is that the
inserted ghost points will be consistent with the data man-
ifold. In other words, we hope the ghost points will be in-
serted between the points in the same class. However, this
does not always hold if we insert ghost points using the
proposed strategy. Therefore, the accuracy of 1NN classi-
fication for a dataset influences the quality of ghost points
insertion, which will further influence the retrieval results
after LCDP. To show the effect of inserting ghost points
correctly, we also provide retrieval results with supervised
ghost points. In other words, the ghost points are inserted
between each point and its most similar point in the same
class, as we assume that we know the labels for each point
as prior knowledge. The discussion of the usage of ghost
points is given in Sect. 8.

5 Locally Constrained Diffusion Process

Given a set of data points X = {x1, . . . , xn}, we consider a
fully connected graph G = (X,E). The vertices of G are
the data points and each edge E is labeled with the strength
of the connection E(i, j) = k(xi, xj ), where k is a kernel
function that is symmetric and positivity preserving. In this
paper, given two shapes xi and xj , k(xi, xj ) is defined by
applying a Gaussian to the shape distance ρ(xi, xj ).

In the classical diffusion process setting, all paths be-
tween nodes xi and xj are considered when computing the
probability of a walk from xi to xj . If there are several noisy
nodes, the paths passing through these nodes will affect this
probability as we demonstrate in Fig. 6. In Fig. 6a, we plot
the coordinates of the second most important eigenvector as
a function of arc length (measured as point index). As can
be clearly observed in Fig. 6a, the function from arc length
to the second diffusion coordinate is not one-to-one, which
means that the intrinsic 1D structure of the spiral has not
been recovered by the standard diffusion process. In Fig. 6b,
the order of points according to their second diffusion coor-
dinate is color coded. Points with similar color have similar
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Fig. 6 An example comparing the standard diffusion process (DM) to
our method (LCDP). (a) Is the plot of second most important eigenvec-
tor as a function of arc length. (b) Shows the points color coded accord-

ing to their second diffusion coordinate using DM. (c) and (d) Show the
same plots as (a) and (b) but using LCDP (Color figure online)

second diffusion coordinates. The fact that the 1D structure
is not recovered is shown by the yellow colored points that
are present in the bottom left as well as in the top right parts
of the spiral.

A solution to this problem is introduced in [45], where
a random walk is restricted to the K nearest neighbors of
the data points by replacing the original graph G with a k

nearest neighbor (knn) graph GK that has the edge weights
defined as follows: EK(i, j) = k(xi, xj ) if xj belongs to the
knns of xi and EK(i, j) = 0 otherwise. Then, the one-step
transition probabilities PK(xi, xj ) from xi to xj are defined
as

PK(xi, xj ) = EK(i, j)
∑

j EK(i, j)
.

Through replacing P by PK , the effect of noise is reduced,
but the process is still not robust enough to noise, because
the relationship between knn(xi) and knn(xj ) is too hard
and too narrow. It counts a data point xk only if xk is a knn
of both xi and xj . This causes problems if both points xi

and xj belong to the same dense cluster, in which case they
may have no common knns although they are very simi-
lar. In other words, although xi and xj are very similar to
each other and there are many short paths connecting them
in graph G, they may have no common neighbor in GK .

In order to solve this problem, Locally Constrained Dif-
fusion Process (LCDP) [10] considers the paths between
knns of xi and knns of xj , which can be viewed as a soft
measure of their knns’ compatibility. The probability of
transition from node xi to xj is high if all the paths between
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points in knn(xi) and in knn(xj ) are short. The algorithm is
defined as:

P t+1
KK (xi, xj )

=
∑

k∈knn(xi ),l∈knn(xj )

P (xi, xk)P
t
KK(xk, xl)P (xl, xj ).

(5)

Equation (5) can be viewed as a symmetric version of the
approach in [45], and can be expressed as matrix multiplica-
tion

P t+1
KK = PKP t

KK(PK)T .

where P 0
KK = PK . The embedding results of the approach

on the noisy spiral data are shown in Figs. 6c and 6d, where
the second most important eigenvector of PKK is utilized to
define the embedding. The locally constrained diffusion pro-
cess is able to recover the 1D structure of the spiral though
the graph in Fig. 6c does jitter a bit since we approximate
the arc length coordinates of the spiral with the point index.
These figures demonstrate that the LCDP is able to recover
the intrinsic geometric structure of the spiral.

5.1 LCDP with Ghost Points

As discussed above, one problem for graph transduction
methods in utilizing the context information is the sparsity
of the data, so that the information cannot be propagated
properly to reveal the intrinsic relation among the data. To
deal with this problem, we add ghost points into the original
dataset to densify the data space. Then LCDP is run on the
densified dataset. Once the similarities among the data with
ghost points are learnt, the similarities among the original
data are extracted to obtain the final retrieval results. Since
the added ghost points contribute in the process of similarity
propagation, the final results are improved, which is demon-
strated in the experimental section.

The complexity of the algorithm mainly comes from
LCDP and ghost points insertion. The complexity for insert-
ing ghost points in the unsupervised way is O(n2), since for
each data we insert ghost points to its nearest neighbor. The
complexity of LCDP equals to matrix multiplication, which
is O(n3) in a naive way. Thus, the complexity of the algo-
rithm is O(n3).

6 Experimental Results on Shape Retrieval

Shape is one of the most important features of an image and
it plays a key role in human perception. Many approaches
have been introduced to improve shape similarity measures
for shape retrieval. However, similar shapes have an under-
lying manifold structure, and therefore the similarity be-
tween two shapes can be correctly described only if it is

considered in the context of other shapes similar to them.
This is the motivating idea behind using graph transduction
on shape retrieval. The context influence can be propagated
on a graph constructed by the shape data set, which can re-
veal the underlying structure of the shape manifold. How-
ever, as the shape space described by the data set is very
sparse, in some cases the information cannot be propagated
properly on the graph. Thus, we insert ghost points into the
shape space, which can densify the shape space and remove
the gaps or holes from the data manifold.

In this section, we demonstrate the validity of our
approach for shape retrieval on two standard data sets,
MPEG-7 and Swedish Leaf. We compare the Locally Con-
strained Diffusion Process (LCDP), with and without ghost
points, to three closely related methods: diffusion process
based on Locally Appropriate Metric (LAM) [45]; diffusion
distances after embedding by Diffusion Maps (DM) [46];
and the Label Propagation (LP) approach in [8].

In all of the following experiments, we use an adaptive
kernel size σ for the Gaussian kernel function based on the
mean distance to K-nearest neighborhoods [47]:

σij = α · mean
(

Ka nnd(xi) ∪ Ka nnd(xj )
)

, (6)

where Ka nnd(xi) is the set of distances from xi to its Ka-
nearest neighbors, and Ka nnd(xj ) is defined similarly. The
number of nearest neighbors Ka and α are determined em-
pirically. The Ka and α are set to 17 and 0.36 for the
MPEG-7 and Swedish Leaf data set. The other parameters
are set as follows: the number of iterations of the diffusion
process, t , is set empirically to 7 for the two datasets, the
number of K nearest neighbors for LCDP with Ghost Points
is 20 for the MPEG-7 data set and 40 for the Swedish Leaf
data set.

6.1 MPEG-7 Data Set

First we show the experimental results on the MPEG-7 CE-
Shape-1 part B data set [6]. MPEG-7 is a standard data
set and is widely used to test shape classification and re-
trieval methods. It contains 1400 binary images divided into
70 shape classes of 20 images each. The performance of
different retrieval algorithms is measured by the so called
bull’s eye score: every shape in the database is submitted as
a query and the number of shapes from the same class in the
top 40 is counted. The bull’s eye score is then defined as the
ratio of the number of correct hits to the best possible num-
ber of hits (which is 1400 × 20), thus the best possible score
is 100 %. To show that the proposed approach can improve
shape retrieval results on existing shape distance measures,
we choose the well-known shape similarity method, Inner
Distance Shape Context (IDSC) [7], to compute the pairwise
distances between the shapes.
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Fig. 7 (a) The spectra of C for IDSC on MPEG-7 data set. (b) The spectra of C for IDSC on Swedish Leaf data set. (c) The spectra of C for VP
on MPEG-7 data set. The negative values are in red (Color figure online)

Laub and Müller [40] and Pekalska and Haasdonk [48]
have utilized a standard way to evaluate the Euclidean mag-
nitude for a given symmetric pairwise distance matrix D,
which is first introduced by Schoenberg in [49]. Let C =
− 1

2QDQ, where Q = I − 1
n
ee′. Q is the projection ma-

trix onto the orthogonal complement of e = (1,1, . . . ,1)T .
Then, if C is positive semi-definite, D is Euclidean. Oth-
erwise, D is not Euclidean. Therefore, the spectral decom-
position of C can represent the Euclidean magnitude of D.
The larger the negative eigenvalues of C, the more Eu-
clidean D is. Figures 7a and 7b show the sorted eigen-
value decomposition of C obtained from IDSC on the
two data sets. They have a very small number of nega-
tive eigenvalues, which could be noise during the calcula-
tion. Thus, the distance matrix obtained by IDSC is a Eu-
clidean. However, Fig. 7c demonstrates that the distances
obtained by Visual Parts [11] is more non-Euclidean than
IDSC.

As stated in Sect. 3, we would like distance function ρ

to be as close as possible to a metric, thus it is very use-
ful to judge how close a distance measure is to a metric.
Since the distance function is non-negative and symmetric,
according to a Definition 3.1, the only way to determine
the amount of non-metricity for a distance function ρ is the
number of instances that violate the triangle inequality, i.e.,
ρ(x, y) + ρ(y, z) < ρ(x, z). The number of instances that
violate the triangle inequality for different datasets and dis-
tance functions are shown in Table 1.

It is clear that the extent of non-metricity for most of
the distance function and datasets is relatively low, except
Visual Parts on Mpeg-7 Dataset. Therefore, the proposed
method is able to insert ghost points correctly in most cases,
which leads to better retrieval results.

The bull’s eye scores of the proposed approaches and the
other approaches using IDSC are shown in Table 2. The
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Table 1 The number of triangle
inequality violations for
different datasets

Dataset IDSC + Mpeg7 VP + Mpeg7 IDSC + Swedish leaf Caltech-101 N-S

Number of data 1400 1400 1125 2788 10200

Number of violations 1256 73550640 0 0 0

Ratio of violations close to 0 0.0268 0 0 0

Table 2 Retrieval rates (bull’s
eye) of the MPEG-7 data set
using Inner Distance Shape
Context (IDSC)

Alg. IDSC [7] IDSC + LAM IDSC + DM IDSC + LP [8]

Score 85.40 % 89.00 % 78.56 % 91.00 %

Alg. IDSC + Mutual
graph [9]

IDSC + LCDP IDSC + LCDP
unsupervised GP

IDSC + LCDP
supervised GP

Score 93.40 % 92.36 % 93.70 % 97.21 %

Fig. 8 Comparison of our approach to other methods using IDSC

retrieval scores (the ratio of the number of correct shapes
among the first k shapes for k = 1, . . . ,40) are shown in
Fig. 8. The lowest overall retrieval results of Diffusion Maps
(DM) illustrate the fact that embedding the shape space into
Euclidean space may lead to a significant loss of informa-
tion. This is the only method that performs worse than the
original IDSC pairwise distance measure.

Although the accuracy of LAM is higher than IDSC, it
is still significantly lower than the proposed LCDP. Even
without ghost points, LCDP increases the bull’s-eye score
to 92.36 %, which demonstrates that our method does re-
duce the effect of noise and outlier shapes. By adding
ghost points in an unsupervised setting, the bull’s-eye score
reaches 93.32 %. This is consistent with our assumption that
the ghost points densify the data space, which improves the
performance of the diffusion process.

In Fig. 10, we report the percentage gain for each of the
70 shape classes in the MPEG-7 data set obtained by LCDP
with unsupervised ghost points when compared to IDSC.
We observe that the bull’s eye retrieval rate is improved by
over 20 % on 9 shape classes. This demonstrates the abil-
ity of the proposed approach to learn object appearance in
the context of other shapes. But as learning involves gen-

eralization, there is always a danger of overgeneralization.
Yet this graph demonstrates that this danger is very small
for the proposed approach since the bull’s eye score of only
one class decreases significantly. Furthermore, this decrease
in accuracy can be explained by the fact that this class con-
tains shapes of spoons which are very similar to sea-snakes,
pencils, and keys in the MPEG-7 data set.

From the graph in Fig. 8, it is clear that the retrieval rate
when using unsupervised ghost points is not always better
than the other approaches. For the early nearest neighbors,
i.e., when k is small, it is worse than the other methods be-
cause in the unsupervised setting we assume that the very
local structure of each data point is correct; that is, that the
first nearest neighbor of each of the data points should be
from the same class as the data point itself. However, since
IDSC is not 100 % accurate when finding the first nearest
neighbors, a few inter-class ghost points will be generated.
This reduces the accuracy of the retrieval rates for small k.
Nevertheless, since most of the ghost points generated are
intra-class (and this is what we want), the retrieval rates
for larger k improve significantly, and the bull’s-eye score
reaches 93.32 % for k = 40. In order to reduce the inter-
class ghost points, we run LCDP as a pre-processing step
to select the first nearest neighbor, i.e., instead of the first
nearest neighbor in the original distance space, we choose
from the results after running LCDP. Since LCDP can better
describe the underlying structure of data, the selected near-
est neighbor is better, which boosts the retrieval results to
93.70 %. Before our work, the highest bull’s eye score on
MPEG-7 using IDSC as baseline method is obtained in [9]
(see Table 2), which introduces a modified mutual knn graph
for graph transduction.

To better visualize the performance gain obtained by the
proposed method, we plot precision/recall curves in Fig. 9.
As illustrated by the red curve, LCDP with unsupervised
ghost points improves the performance of both LCDP and
the original IDSC distance. This is best measured with the
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area under the curve, which is 0.8119, 0.7824 and 0.7263,
respectively.

In addition to using IDSC, we test the proposed approach
on the MPEG-7 data set using Visual Parts (VP) [11]. The
retrieval results are shown in Table 3. Similar to the results
discussed above, without ghost points LCDP attains the best
bull’s-eye score of 90.31 %. Though using DM does im-
prove the results of VP alone, it is still much worse than the
other approaches. After inserting ghost points without su-
pervision, the retrieval rates increase even more to 90.45 %.
Adding ghost points does not achieve the significant im-
provement that was gained when using IDSC. The reason is
because VP is a stricter shape similarity measure than IDSC;
VP does not tolerate much articulation and distortion. If the
distance between two shapes is small, they really are very
similar to each other. Conversely, if two shapes, A and B ,
are in the same class and if one of them is articulated, the
distance between them will be very large. Since the goal
of inserting ghost points is to ‘shorten’ the paths between
shapes in the same class, and since the ghost point between
A and B cannot adequately ‘shorten’ the path from A to B ,

Fig. 9 Precision/recall curve on MPEG-7 Dataset. It consists of results
of original distance measure, LCDP and LCDP + unsupervised ghost
points

ghost points do not have as significant an impact when using
VP as when using IDSC. Because the graph of the retrieval
rates using VP is very similar to the graph using IDSC (see
Fig. 8), we do not show it here.

There are many other methods for shape similarity and
retrieval and we present results on the MPEG-7 data set for
six of these methods in Table 4. We briefly describe these
methods in Sect. 2.

6.2 Swedish Leaf Data Set

We also tested our approach on the Swedish leaf data
set, which comes from a leaf classification project at
Linköping University and the Swedish Museum of Nat-
ural History [53]. The data set contains images of leaves
from 15 different Swedish tree species, with 75 leaves per
species, for a total of 1125 images. Previous work focused
on 1-nearest-neighbor (1NN) classification [7, 53]. In this
paper, in addition to our results for 1NN classification, we
also show the retrieval results as the ratio of correct shapes
among the first k shapes for k = 1, . . . ,75. Again, we use
IDSC to find the distances between the shapes of the data
set and compare our approach to IDSC, LAM, and DM;

Fig. 10 The percent gain in bull’s-eye retrieval rates for each of the 70
shape classes of the MPEG-7 data set for IDSC [7]

Table 3 Retrieval rates (bull’s
eye) of the MPEG-7 data set
using Visual Parts (VP)

Alg. VP VP + LAM VP + DM VP + LP VP + LCDP VP + LCDP +
unsuper GP

VP + LCDP +
super GP

Score 75.44 % 89.55 % 77.45 % 86.69 % 90.31 % 90.45 % 91.34 %

Table 4 Retrieval rates (bull’s
eye) of various methods on the
MPEG-7 data set

Alg. Shape
context
[12]

Generative
model
[50]

Multiscale
representation
[51]

Hierarchical
procrustes
[14]

Triangle
area
[52]

Shape
tree
[15]

76.51 % 80.03 % 84.93 % 86.35 % 87.23 % 87.70 %
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there are no reported results on this data set for LP [8]. The
results are shown in Fig. 11. Once again, the retrieval results
for DM are significantly worse than the other approaches.
Although LAM’s performance is quite good, it is still worse
than LCDP. LCDP without ghost points improves the re-
trieval results significantly with the 1NN classification rate
increasing from 94.12 % [7] to 98.2 %, the highest score in
the literature.

Consistent with the results obtained on the MPEG-7 data
set, the addition of unsupervised ghost points does not im-
prove the retrieval rates of LCDP for small k, but does im-
prove them for larger k. The 1NN classification rates is
97.6 % for unsupervised ghost points. It is also clear that
the supervised ghost points are able to improve the retrieval
results considerably.

We can make some conclusions based on the experi-
mental results. First, LCDP performs better than LP and
LAM, which is consistent with the discussion in Sect. 5.
Second, the effect of adding unsupervised ghost points de-
pends greatly on the accuracy of the original shape similarity
measure. If the majority of the first nearest neighbors of the
data points belong to the same class, adding unsupervised
ghost points can achieve a considerable improvement. If this
is not the case, adding unsupervised ghost points may actu-
ally cause the k nearest neighbor retrieval rate to decline for
small k (though there still may be a substantial improvement
for large k).

Fig. 11 Retrieval curves of Swedish leaf data set

7 Experimental Results on Image Retrieval

In this section, we demonstrate the validity of our approach
for image retrieval on two data sets, the N-S dataset and
subset of the Caltech-101 Dataset. We compare the Locally
Constrained Diffusion Process (LCDP), with and without
ghost points, to other closely related methods.

The number of K nearest neighbors for LCDP with
Ghost Points is 8 for the N-S data set and 700 for the subset
of Caltech-101 data set. The Ka and α for the Gaussian Ker-
nel Eq. (6) are set to 400 and 0.3 for the Caltech-101 dataset
and 15 and 0.3 for the N-S data set. The number of iterations
of the diffusion process, t , is set to 1 and 3 for the N-S data
set and the Caltech 101 data set respectively. The main rea-
son for the small number of iterations for the N-S dataset is
due to the small number of instances, e.g. 4, for each class.
Therefore, it does not need large steps to propagate the sim-
ilarity.

7.1 Nister and Stewenius (N-S) Dataset

In this section, we demonstrate the performance of the pro-
posed approach on image retrieval. We compare it to other
diffusion based methods and to a recently proposed method,
Contextual Dissimilarity Measure (CDM) [27], which can
significantly improve the similarity computed by bag-of-
features. CDM learns affinities following a different prin-
ciple than the proposed method. CDM is motivated by an
observation that a good ranking is usually not symmetrical
in image search. CDM makes two images similar when they
both obtain a good ranking position when using each other
as a query.

We selected the Nister and Stewenius (N-S) dataset [54]
composed of 10,200 images. A few example images from
N-S dataset are shown in Fig. 12. The N-S dataset consists
of 2550 objects or scenes, each of which is imaged from
4 different viewpoints. Hence there are only 4 images in
each class and a total of 2550 image classes, which makes
this dataset very challenging for any manifold learning ap-
proach, and in particular, for any diffusion based approach.

To obtain the pairwise distance relation between images
for our algorithm, we implemented the baseline method
described in [27]. The image descriptor is a combination
of Hessian-Affine region detector [55] and SIFT descrip-
tor [56]. A visual vocabulary is obtained using the k-means
algorithm on the sub-sampled image descriptors.

The results are shown in Table 5. The retrieval rate is
measured by the average number of correct images among

Fig. 12 Some images from
Nister and Stewenius (N-S)
dataset
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Table 5 Retrieval results on
N-S dataset. The highest
possible score is 4

Baseline
[27]

Classic diffusion
with t = 2

CDM
[27]

LCDP +
ghost points

LCDP +
supervised GP

3.22 3.42 3.57 3.47 3.82

Table 6 Retrieval rates on 12
image classes from Caltech-101.
The best possible rate is 1

Baseline Classic
diffusion with
t = 5

LCDP
with t = 3

LCDP +
ghost points
with t = 3

LCDP +
supervised GP
with t = 3

0.801 0.859 0.897 0.91 0.913

Fig. 13 Some sample images
from the selected subset of
Caltech 101 dataset. Each class
contains two examples

the four first images returned. Thus, the maximum value is
4 and the higher the value the better the result. Each image
is submitted as a query. The fact that our method can sig-
nificantly improve the retrieval result of the baseline method
(from 3.22 to 3.47) clearly shows the benefits of utilizing
context information with ghost points. If we add ghost points
in a supervised way, which means that we add ghost points
only between each point and its nearest neighbor in the same
class, the results can be considerably improved to 3.82. The
discussion is given in Sect. 8.

7.2 Caltech 101 Dataset

Besides the N-S dataset, we also test our algorithm on
the well known Caltech 101 dataset [57]. The Caltech-101
dataset contains 101 classes (including animals, vehicles,
flowers, etc.) with high shape variability. The number of
images per category varies from 31 to 800. Most images
are medium resolution, i.e. about 300 × 200 pixels. We se-
lected 12 classes from Caltech-101, which contain a total
2788 images. Example images are shown in Fig. 13. Unlike
our experiments on the N-S dataset, we use just the pure
SIFT descriptor [56] to calculate the distance between im-
ages. The SIFT features are extracted from 16 × 16 pixel
patches densely sampled from each image on a grid with
step size of 8 pixels. To get the codebook, we use standard
k-means clustering and fix the codebook size to 2048. Each
image is represented by multiple assignment [27] and Spa-
tial Pyramid Matching [58]. The distance between two im-
ages is obtained by the χ2 distance between the two vectors.

The results are shown in Table 6. It is clear that with
an adjusted number of iterations according to the ground
truth, which is t = 5, the classic diffusion process is able
to reveal the relationship between images. However, as dis-
cussed above, LCDP is able to better utilize the context in-
formation. Moreover, the results of LCDP with Ghost Points

Fig. 14 Precision/recall curves on Caltech-101 dataset. It consists of
results of original distance measure, LCDP and LCDP + unsupervised
ghost points

Table 7 Retrieval rates on 12 image classes from Caltech-101 with
different values of K in LCDP

K nearest neighbors in LCDP 500 700 900

0.9072 0.91 0.909

demonstrate the benefet of ghost points, which improves the
results over 10 percentage point compared to the baseline.
To better visualize the performance gain, we plot the Preci-
sion/Recall curves in Fig. 14. The area under curve of LCDP
+ unsupervised ghost points is 0.8274, which improves both
LCDP and the original distance with area values of 0.8204
and 0.7850, respectively.

To show the robustness of the proposed algorithm with
respect to the number of neighbors K in LCDP, we try dif-
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Table 8 The 1NN classification
accuracy of different
measurements on different
datasets

Dataset IDSC + Mpeg7 VP + Mpeg7 IDSC + Swedish leaf Caltech-101 N-S

1NN Accuracy 0.9821 0.9664 0.96 0.9939 0.8581

ferent K in our experiments. The corresponding results are
shown in Table 7. It is obvious that the performance is robust
to the different number of K .

8 How the Ghost Points Work

We insert ghost points to densify the data manifold for im-
proving the performance of shape and image retrieval us-
ing the context information. Due to unknown labels in the
task of retrieval, we insert ghost points in an unsupervised
way. We only insert ghost points between each point and it’s
first nearest neighbor (1NN). We hope that the inserted ghost
points will be consistent to the data manifold. However, this
assumption is not always satisfied in the proposed strategy.
Therefore, the accuracy of 1NN classification for a dataset
influences the quality of ghost points insertion, which will
further influence the retrieval results after LCDP. The accu-
racy of 1NN classification for all different distance measure-
ments on different datasets is given in Table 8.

Except for the N-S dataset, the 1NN classification ac-
curacies of all the other distance measures are very good.
Therefore, ghost points are indeed very helpful for improv-
ing shape retrieval performance. Though ghost points also
help to improve the accuracy of the N-S dataset from 3.22 to
3.47, it is still much lower than the CDM method, which is
mainly due to the relatively low accuracy of the 1NN classi-
fication of the dataset. To further demonstrate that correctly
inserted ghost points are helpful, we insert the ghost points
in a supervised way for all the datasets. In other words, for
each data point, one ghost point is added between it and its
most similar one in the same class. It is obvious that super-
vised ghost points are able to improve the results compared
to the unsupervised ghost points. For example, the retrieval
accuracy of the N-S Dataset increases to 3.82 (see Table 5).

9 Conclusions

We introduce an innovative method for inserting synthetic
points into data sets. Unlike other feature based methods,
our synthetic points, which we call ghost points, are added in
distance space. Using geometric analysis, we show that the
distances are preserved between the ghost points the other
points in the distance space. We use ghost points in shape
similarity and retrieval, and use different performance met-
rics to show the broad application. In shape retrieval, adding

ghost points densifies the underlying shape manifold, allow-
ing graph transduction algorithms to take advantage of the
densified manifold. With ghost points, we obtained excel-
lent bull’s eye score on the MPEG-7 data set and retrieval
accuracy on image retrieval.

We are still exploring optimal strategies for inserting
ghost points. In some cases, inserting ghost points using the
k nearest neighbors of the original distance matrix works
best. Other times we first use modified diffusion maps to
find the k nearest neighbors, while still inserting into the
original distance space. Another unknown is the number of
ghost points to add per example, as the final results can be
sensitive to the number of ghost points added. For imbal-
anced data sets, a good heuristic is to balance the classes,
but this does not always give the best results. How to choose
the optimal number of ghost points is an open question that
we will be addressing in the future.
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